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Marginal-Aware Framework for 3D Shape
Segmentation: Resolving Boundary-Internal Face

Imbalance
Zhenyu Shu, Shiyang Li*, Jiawei Wen, and Ligang Liu

Abstract�3D shape segmentation is a fundamental problem
in computer vision, supporting applications such as shape re-
construction and semantic understanding. A persistent challenge
in learning-based methods is the degradation of performance
near part boundaries, commonly attributed to class-level im-
balance. In this work, we reveal that the primary source of
this issue instead arises from a pronounced imbalance between
marginal and internal areas within partitions in 3D shapes,
which is largely overlooked by existing methods and leads to
systematically poor boundary discrimination. To address this
problem, we propose a marginal-aware segmentation framework
that explicitly emphasizes boundary localization and relational
modeling. The framework is realized by two implementations that
serve complementary purposes. Speci�cally, the staged variant
emphasizes interpretability by identifying marginal faces and
re�ning them through topology-aware subgraphs and a Graph
Attention Network (GAT), while the end-to-end differentiable
integration incorporates our marginal-aware modeling principle
into a modern 3D segmentation pipeline (SAMPart3D) by lever-
aging SAM-derived boundary cues to demonstrate performance
gains on state-of-the-art systems. Extensive experiments on PSB,
COSEG, and HumanBody demonstrate that the staged variant
substantially improves boundary recognition, yielding a 12.32%
gain in boundary accuracy over state-of-the-art methods, while
the end-to-end integration further improves mIoU from 53.7%
to 55.3% on PartObjaverse-Tiny with a modest computational
overhead. These results demonstrate that explicit marginal-aware
relational modeling is an effective and �exible strategy for
improving 3D shape segmentation, particularly in challenging
boundary regions.

Index Terms�3D shape segmentation, Marginal cognitive,
Deep learning, Shape analysis

I. INTRODUCTION

3D shape segmentation represents a pivotal endeavor with
substantial practical importance in image processing and

3D shape analysis. This complex process entails annotating
each face of 3D shapes with accurate classi�cation labels,
thus facilitating the manipulation of 3D shapes’ structural
attributes. The scope of 3D shape segmentation’s application is
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extensive, encompassing diverse �elds such as 3D shape mod-
eling, shape retrieval, and skeleton extraction. Various tasks,
including 3D shape reconstruction [1] and object detection,
also rely on 3D shape segmentation to achieve satisfactory
results.

Before the widespread adoption of deep learning techniques,
3D segmentation relied on clustering handcrafted geometric
feature vectors, requiring diverse descriptors to improve ac-
curacy. However, structural complexity and feature extraction
limitations hindered performance. Machine learning enhanced
feature extraction, identifying relationships between faces and
labels to boost segmentation. Recent DL advances further
re�ned this process, exempli�ed by Guo et al.’s CNN analysis
of feature matrices and MeshWalker’s RNN-based mesh walks
[2], [3], [4].

Despite these methods’ progress, they encounter obstacles
stemming from sample imbalance issues, especially the dis-
parity in the number of faces between marginal and internal
areas of partitions, substantially hindering the improvement of
segmentation precision.

Motivated by this observation, we propose a marginal-aware
segmentation framework that explicitly strengthens relational
modeling in boundary regions, rather than treating all faces
uniformly during training. The central idea is to decouple
boundary understanding from interior classi�cation, allowing
the model to concentrate its representational capacity on hard
marginal samples while maintaining ef�cient learning for
internal regions. Importantly, our proposed marginal-aware
principle is architecture-agnostic and can be incorporated into
different segmentation pipelines. It supports both interpretable
designs that explicitly model boundary relations and fully
differentiable formulations that enable uni�ed optimization
within modern segmentation systems, demonstrating its �ex-
ibility and practical applicability. Illustrative results of our
approach are presented in Figure 1. The main contributions
of this work are summarized as follows:
� Through geometric topology analysis, we establish that

the performance bottleneck in existing methods stems
not from area imbalance between categories but from the
disproportionate distribution of faces between marginal
and internal areas within partitions. This �nding refreshes
the fundamental understanding of sample imbalance in
the segmentation �eld.

� We propose a marginal-aware segmentation frame-
work that decouples boundary and interior modeling
to enhance boundary discrimination. This architecture-
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Fig. 1. Left: Illustration of our staged pipeline: (1) A marginal-internal network �rst categorizes mesh faces into boundary (marginal, yellow) and internal
(gray) areas (2) Marginal faces undergo re�nement via a Graph Attention Network (GAT), while internal regions are processed by a segmentation network(e.g.,
MLP); (3) Final labels are merged by propagating internal region predictions to guide classi�cation of marginal faces, resolving partition ambiguity. This
approach achieves a 12.32% promotion in boundary accuracy compared to baseline approaches. Right: Comparison with Guo et al. and Sun et al. Our method
preserves �ne details at boundaries, closely matching the ground truth, while competitors exhibit over-smoothing or fragmentation in marginal areas.

agnostic framework enables focused learning on hard
marginal samples and delivers consistent improvements
with minimal overhead.

� We validate the transferability of our imbalance miti-
gation principles through structural similarities between
3D mesh boundaries and 2D image edges. The proposed
framework demonstrates applicability in image segmen-
tation (2.0% accuracy improvement on the COCO2017
dataset), suggesting universal value for the domain where
boundary-internal distribution gaps dictate model perfor-
mance.

The rest of this paper comprises related work, our method,
the experiment, limitations, and the conclusion. In Section II,
we review the recent work on 3D shape segmentation. Sec-
tion III shows our marginal cognitive segmentation method and
learning framework. In Section IV, we present the experimen-
tal results to demonstrate the validity of our method. Section V
discusses the limitations and our future work. Section VI
concludes this paper.

II. RELATED WORK

The segmentation of 3D shapes is a critical component
in image processing and 3D shape analysis, involving the
semantic categorization of various faces within speci�c regions
of a 3D shape. This section comprehensively reviews existing
3D shape segmentation methods, categorizing them into three

primary groups: traditional, unsupervised, and supervised seg-
mentation techniques. After reviewing the 3D shape segmen-
tation methods, we brie�y introduce the related methods of
graph neural networks.

Traditional unsupervised 3D shape segmentation methods.
The segmentation of 3D shapes is fundamental in geometric
modeling and image processing, traditionally relying on math-
ematical geometric features. Early approaches to 3D shape
segmentation have been thoroughly described [5], including
hierarchical clustering [6], iterative clustering [7], region-
growing [8], boundary segmentation [9], watershed segmen-
tation [10], and medial axis transformation [11]. Notably,
clustering-based methods [12], [13] have demonstrated sig-
ni�cant effectiveness, leveraging feature vectors representing
the geometric properties of 3D shapes within feature space.
Additionally, the region-growing technique is highlighted for
its advantage, which begins by placing seeds on the faces of
3D shapes and expands across the structure until segmentation
results are obtained. Furthermore, watershed segmentation,
which applies topological theory, has been recognized for
its unique ability to detect weak edges, which are often
challenging to discern in 3D geometries.

Semi-supervised 3D shape segmentation methods. In re-
cent years, semi-supervised segmentation methods for 3D
shapes have gathered considerable interest. These novel semi-
supervised strategies are proposed to handle the inherent
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complex features associated with faces in 3D shapes. Sidi et
al. [14] illustrate the application of spectral clustering along-
side diffusion mapping, showing the intricate relationships
among faces within a 3D shape. Concurrently, Zhuang et
al. [15], [16] have pioneered methods that leverage mesh
embedding and correlation clustering to semi-automatically
adjust mesh boundaries to overlap with the natural ridges
and valleys, thereby enhancing the precision of segmentation.
Furthermore, Wu et al. [17] have developed a new approach
that amalgamates a patch-based segmentation method with
spectral clustering in the descriptor space, marking a signi�-
cant advancement in the �eld.

Zhang et al. [18] introduced a new unsupervised segmen-
tation approach that utilizes face-level descriptors coupled
with soft clustering, signi�cantly advancing the comprehen-
sion of geometric features in 3D shapes. Concurrently, Yu et
al. [19] presented a new deep-learning framework designed for
the hierarchical segmentation of 3D shapes. This framework
integrates a top-down recursive decomposition strategy with
recursive neural networks.

Supervised 3D shape segmentation methods. Supervised
segmentation methods for 3D shapes have advanced signif-
icantly, driven by the ability to correlate face features with
labels, large datasets, and progress in deep learning. These
techniques now outperform traditional and unsupervised ap-
proaches.

Kalogerakis et al. [20] pioneered a learning-based method
integrating mesh classi�cation and loss optimization using
CRFs. Concurrently, Kaick et al. [21] leveraged shape sim-
ilarities via an objective function with multiple loss terms.
Research also focuses on using geometric descriptors like Av-
erage Geodesic Distance (AGD) for global positioning, Shape
Diameter Function (SDF) to distinguish bulk/slim sections,
and Gaussian Curvature (GC) highlighting surface details to
improve segmentation [22], [23], [24].

Moreover, Xie et al. [25] applied extreme learning machines
for 3D shape segmentation, while Guo et al. [3] pioneered deep
CNNs using 2D feature matrices. Zhu et al. [26] introduced
prototype-based bias correction for point clouds; Wang et
al. [27] proposed a transformer-CNN hybrid for unstructured
road segmentation; and Jing et al. [28] utilized a hypergraph-
enhanced BiFormer for HRRSI.

Descriptor-free methods also demonstrate effectiveness.
Wang et al. [29] employed projection techniques leveraging
2D segmentation insights, extended by Kalogerakis et al. [20]
using a 2D annotation network and Le et al. [30] via RNN-
processed sequences. MeshWalker [4] employs RNNs on mesh
walk sequences, and Guo et al. [31] developed the Point Cloud
Transformer for point cloud learning complexities. Han et
al. [32] model richer contextual relationships across positional
and channel dimensions. Weng et al. [33] enhance point cloud
segmentation of large surfaces with a plane-assisted module.
Wu et al. [34] integrate point cloud and image data via
intra- and cross-modal contrastive learning. Recent multi-view
approaches for mesh feature capture also gain traction [35].

However, the above methods ignore the problem of sample
imbalance in training 3D shape segmentation networks. Dis-
tinct from the methods above, our proposed method in this pa-

per seeks to improve the recognition of marginal faces, thereby
substantially mitigating the sample imbalance prevailing in
training networks for 3D shape segmentation. Our technique
is characterized by applying a marginal cognitive segmen-
tation strategy, which provides enhanced feature extraction
capabilities and equips the network with a more profound
understanding of the adjacency relations among partitions of
3D shapes, thereby addressing the issue of sample imbalance.

Graph Neural Networks. Graph Neural Networks
(GNNs) [36], [37], [38], [39], [40], [41], [42] have
emerged as a powerful approach for processing and learning
from data with graph-structured forms. This technique has
been effectively applied across a diverse array of domains,
such as social networks [43], biomedical networks [44],
communication networks [45], and n-body systems [46].
Feng et al. [47] introduce a history-enhanced 3D scene
graph reasoning framework that addresses semantic gaps
and leverages historical context in RGB-D sequences,
unifying cross-domain features and integrating recurrent
mechanisms to build consistent representations incrementally.
Wang et al. [48] present a Vision-Language Model-driven
framework for industrial scene graph generation that
addresses generalization gaps in existing methods by enabling
annotation-free spatial relationship parsing. Huang et al. [49]
design a two-phase (pre-predict and relearn) framework that
mitigates GNN prediction instability caused by oscillating
node class predictions. Yan et al. [50] develop a generative
feature extraction framework with hyperrectangle-based
embeddings for RGB-D point cloud registration, addressing
multimodal fusion limitations by diffusion-geometric feature
fusion and n-dimensional intersection-aware correspondence
estimation. The heart of most GNN architectures is the
message-passing paradigm [41], which facilitates modeling
the interactions among adjacent nodes. However, GNNs are
confronted with notable challenges in terms of ef�ciency,
mainly when dealing with large-scale graphs. A primary
limitation is their constrained ability to extract the global
feature, as their design predominantly relies on the sequential
aggregation and propagation of node features across local
neighborhoods. Consequently, we restrict our focus to the
marginal regions of the partitioned graph structure when using
the Graph Attention Network (GAT) to enhance segmentation
performance.

III. OUR METHOD

Our approach is built around a core design principle:
explicitly identifying and strengthening relational information
in marginal regions of 3D shape partitions. To demonstrate the
generality of this marginal-aware principle, we implement and
evaluate two complementary realization routes.

The �rst realization adopts a staged pipeline designed for in-
terpretability and �ne-grained analysis. Figure 2 illustrates the
network architecture of this staged pipeline. In this setting, an
auxiliary binary classi�er is employed to distinguish marginal
and internal faces. Topology-aware subgraphs are then con-
structed around marginal regions and re�ned using a GAT
to enhance boundary discrimination. The re�ned marginal
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Fig. 2. The staged pipeline of our algorithm mainly contains seven steps. (1) Sample faces on 3D shapes. (2) Boundary discrimination: The auxiliary
discrimination network classi�es the faces on the marginal or internal areas of partitions. (3) Form subgraphs: Form the marginal faces into subgraphs, helping
the GAT better learn the cross-relationships between different partitions. (4) Obtain non-marginal faces’ labels: Obtain non-marginal faces’ labels using a
non-marginal face classi�cation network. (5) Rough classi�cation: Obtain the similarity relationship in subgraphs using the GAT. (6) Transmission and voting:
Obtain the marginal faces’ labels using the similarity relationship and known non-marginal face labels. (7) Combine the marginal and non-marginal labels.

predictions are �nally merged with internal face predictions
and optimized via a graph-cut formulation. This staged de-
sign facilitates detailed analysis of subgraph construction,
hyperparameter sensitivity, and qualitative behavior, providing
interpretable evidence of how marginal�internal imbalance
affects segmentation and how our solution addresses it.

The second realization provides an engineering-oriented,
end-to-end differentiable integration. Here, the same marginal-
aware principle is incorporated into a modern 3D segmentation
pipeline, SAMPart3D, by introducing marginal priors as dif-
ferentiable weighting cues during sample-speci�c �ne-tuning.
This formulation removes the need for independent auxiliary
modules and explicit subgraph construction, ensures end-to-
end gradient connectivity, and enables performance gains on
strong baselines within a uni�ed representation space.

Although differing in implementation, these two realizations
are not competing alternatives but complementary instan-
tiations of the same underlying idea. The staged pipeline
emphasizes interpretability and controlled ablation, whereas
the end-to-end integration focuses on practical performance
improvement and deployment. The subsequent part of this
section provides a detailed description of our algorithm.

A. Dilemma of traditional segmentation networks
Traditional deep learning-based 3D shape segmentation

suffers from severe sample imbalance during training. Faces
within partitions dominate the training data (>90% in shapes
with 15,000 faces), while geometrically complex marginal
faces comprise a small fraction (<10%) and further di-
minish proportionally with increasing shape resolution. This
imbalance limits achievable accuracy and critically hampers
learning: uniform internal features are easily learned, but the
network struggles with intricate, diverse marginal features
essential for segmentation. Consequently, the imbalance exac-
erbates performance degradation in these challenging samples.

Likewise, it has been previously noted that the faces lying on
marginal areas of partitions markedly differ from those lying

on internal areas of partitions, suggesting that applying the pa-
rameters of a single network across data with diverse features
necessitates optimization for enhanced ef�cacy. Within the
realm of Natural Language Processing for entity recognition
tasks, it proves more effective to identify an entity within a
corpus and subsequently assign a semantic value to this entity
rather than combining entity recognition and classi�cation into
a single joint task. In the domain of action localization within
video streams, initial discrimination of the approximate in-
terval containing critical actions precedes precise localization
steps. This process generates signi�cantly higher accuracy than
direct attempts at identifying critical actions. Analogously,
employing a single network for simultaneous classi�cation is
suboptimal in classifying the internal and marginal regions
of 3D shapes. Instead, identifying faces within the marginal
regions and making a more detailed classi�cation of these
faces can substantially enhance overall segmentation precision.

To mitigate the negative impacts of sample imbalance and
address the limitations of uniform modeling across marginal
and internal regions, we introduce a marginal-aware re�nement
mechanism based on GAT, which is instantiated differently
in the staged and end-to-end realizations described below.
Speci�cally, Sections III-B and III-C present the design ra-
tionale and implementation details of the staged pipeline,
including marginal face identi�cation and topology-aware
graph re�nement. Section III-D then describes the end-to-end
differentiable integration, detailing how the same marginal-
aware principle is incorporated into a modern 3D segmentation
pipeline for uni�ed optimization.

B. Marginal face discrimination network and non-marginal
face classi�cation network

As the �rst component of the staged pipeline, we begin by
explicitly distinguishing the marginal faces from non-marginal
faces of 3D shapes, which serve as the focus for subse-
quent boundary re�nement. We have two schemes to identify
marginal faces: (i) extract labels from an existing segmentation
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Fig. 3. Subgraph construction. Sharing edges with the face j is considered
distance 1, sharing only a vertex is considered distance 2, and nothing adjacent
is considered distance 3. The distance of the face in the upper left corner of
the �gure is 6, and the distance in the lower left corner is 8.

network’s output, or (ii) train a binary classi�er distinguishing
positive (marginal) and negative (internal) samples. The binary
classi�er outperforms segmentation networks because its two-
class task (marginal vs. internal) is more straightforward than
partition labeling. While segmentation networks must learn
inter-partition feature variations, the classi�er focuses solely
on marginal/internal feature disparities, achieving higher accu-
racy despite providing only boundary-localization information.

Our method’s segmentation process for non-marginal areas
within partitions of 3D shapes exhibits negligible differences
compared to the existing segmentation methods. We use an
MLP network for training, and the input data of the network
is the feature vector corresponding to the face and the semantic
label. The feature descriptors encode the geometric features of
the 3D shape itself, and they express the semantic information
of faces in 3D shapes from diverse aspects. Our used feature
vector is composed of �ve selected feature descriptors, namely
SDF, GC, and AGD, along with the scale-invariant heat
kernel signature (SIHKS) [51] and wavelet kernel signature
(WKS) [52]. We selected these descriptors after conducting a
series of ablation experiments, discovering that these descrip-
tors are effective in measuring intrinsic geometric character-
istics and spectral shape analysis-based features. The AGD,
SDF, and GC descriptors yield one-dimensional geometric
features, while WKS and SIHKS produce 19-dimensional and
100-dimensional vectors, respectively. These feature vectors
are concatenated into a 122-dimensional feature vector.

C. Marginal segmentation using graph-based attention
After marginal faces are identi�ed, the staged pipeline

proceeds to re�ne their predictions by explicitly modeling
local boundary context. We employ GAT as our backbone
due to its superior contextual feature extraction for marginal
face segmentation. While entire 3D shapes could be processed
as graphs (with thousands of nodes), we focus solely on
partition boundaries to (i) avoid GNNs’ inef�ciency with large-
scale graphs and (ii) leverage GAT’s strength in local context
aggregation rather than global attention. This approach yields
more reliable results than conventional MLP networks.

Noting the inherent disparities in geometric complexities
between marginal and internal areas of partitions, applying
the uniform application of weight distributions across both
marginal and internal areas of the partitions may inadvertently

increase misclassi�cations within the internal areas of the
partition. Consequently, the faces in marginal and internal
areas of partitions are separately classi�ed, facilitating a more
accurate segmentation. When classifying marginal faces, we
use the dependable classi�cation results of the internal faces to
help infer the comparatively less reliable labels of the marginal
faces.

1) Subgraph construction of 3D shapes: To strengthen the
network’s recognition of marginal faces within 3D shapes, we
develop a dataset comprising marginal faces in 3D shapes.
Considering the recognition of marginal faces, our method
employs a pre-trained auxiliary network to automatically iden-
tify candidate marginal faces within 3D shapes. The aux-
iliary network leverages geometric and topological features
to identify high-con�dence candidates. Subgraphs are con-
structed exclusively on these machine-predicted marginal faces
to ensure the model prioritizes boundary-aware learning. The
consistency of training data necessitates a constant number of
faces within each subgraph. Speci�cally, the number of faces
around a face in the 1-ring neighbor is constant, whereas the
quantity of faces around a face in the 2-ring remains variable.
Consequently, the requirement for subgraphs to maintain a
constant face count limits the GAT’s receptive �eld to only
include faces around a speci�ed face in the 1-ring neighbor.
To break through the limitation of the receptive �eld, we
propose a novel subgraph construction approach predicated
on topological distance to expand the receptive �eld in our
method. We set the central domain of a subgraph, which
includes a speci�ed face surrounded by three adjacent faces.
With the topology context around the central domain, we
can calculate the distance from face i to the central domain,
denoted as Di, using Equations 1 and 2.

dij =

8
><

>:

1; i shares an edge with j in c;
2; i only shares a vertex with j in c;
3; else:

(1)

Di =
X

j2c

dij : (2)

Here, i and j denote face indices in the mesh, and c represents
the central domain, which consists of three adjacent faces
forming a local neighborhood. dij de�nes the topological
relationship between face i and each face j 2 c, and Di is the
cumulative distance used to rank candidate faces for subgraph
construction.

As shown in Figure 3, the distance Di between the face i
and the central domain c is calculated by adding the distance
dij between the face i and each face in the central domain.
Sharing edges with a face j in the central domain is considered
distance 1, sharing only a vertex is considered distance 2,
and nothing adjacent is considered distance 3. The �rst K
faces closest to the central domain are collected into the
subgraph. For a typical 3D shape with 10,000 faces, our
method generates 150�200 subgraphs.

In this way, the context information of the constructed sub-
graph is uniformly distributed. The number of nodes can also
be consistent, satisfying the training requirement of the GAT.
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Fig. 4. We incorporate data from both non-marginal and marginal faces to construct mixed subgraphs. These subgraphs are then processed through a GAT
to derive faces’ similarity metrics. The two points with different colors in the �gure represent Class A and Class B, respectively. Based on these similarities,
the labels corresponding to known faces are extrapolated to unidenti�ed ones. As the process of label transmission is shown in the step n � 1, classi�cation
results are observed from numerous subgraphs. A voting mechanism determines the �nal classi�cation as depicted in the �gure after the step n � 1; The �nal
result from the three subgraphs is decided to be Class A.

Concurrently, various construction methods can be employed
to facilitate the integration of subgraphs. Beyond the node
adjacency relationship, the Euclidean distance between the
corresponding feature vectors of nodes also presents a viable
strategy for constructing subgraphs.

2) Attention mechanism for marginal faces: In our method,
each face of the input data is represented by a 122-dimensional
feature vector, which serves as the initial feature of the nodes.
The GAT receives the subgraphs as input, constructed as
described in Section III-C, which passes through four graph
attention layers. The attention coef�cients are calculated and
subjected to a weighted summation within these layers. For
a given feature of a node f , of which feature is denoted as
hf , and an adjacent node j, of which feature is denoted as
hj , the attention coef�cient �fj between the two nodes can
be calculated as Equation 3:

�fj = softmax(�T [Whf jjWhj ]): (3)

Here, W denotes a learnable transformation matrix with a
shape of [F 0*F ], where F signi�es the dimensionality of
hf and hj , and F 0 represents the dimensionality of the
transformed feature. The concatenation operation, denoted by
k, combines the two features hf and hj after a linear transfor-
mation. These concatenated features are then multiplicatively
projected onto an actual number via a learnable vector �T of
dimensionality [2F 0], which is shared across all nodes in the
network. Following the computation of attention scores for a
given face f and all other faces within the graph structure
centered on the face f , a softmax function is applied to these
scores to derive the �nal attention coef�cients, revealing the
relationship between f and its neighboring faces. Due to the
distinct structure of each graph, the attention coef�cients asso-
ciated with the faces are inherently asymmetrical. Moreover,
to ensure the intrinsic feature of the face f is not disregarded,
the face f itself is incorporated as one of its neighbors in the
computation of the attention coef�cient.

Upon picking the attention coef�cients between the faces,
we aggregate the features from the surrounding faces of a
given face. Consequently, the updated feature in the subse-
quent iteration can be produced as Equation 4:

!
hf = �(

X

j2Gf

�fj �Whj): (4)

The parameters �fj and W are the same as in Equation 3
here. The face f integrates the feature vectors of the faces in
a subgraph Gf centered on the face f into a nonlinear layer
�, which is de�ned as ReLU, using a weighted summation
approach to derive a set of optimized features.

Furthermore, our network con�guration includes eight
multi-head attention modules within each graph attention layer.
Each layer of the GAT merges the features generated by the
multi-head attention modules, serving as the input for the
subsequent network iteration, which can be formulated as
Equation 5:

!
hf = jjZ� � (

X

j2Gf

�Z
fj �WhZ

j ): (5)

Here, Z indexes the number of attention heads in the multi-
head GAT module.

In the last graph attention layer, we average the feature
vectors of all attention heads, and the network output of this
layer can be represented as Equation 6:

!
hf = � � (

1
Z

8X

Z=1

X

j2Gf

�Z
fj �WhZ

j ): (6)

The end of the network comprises a fully connected layer
and a softmax layer. The fully connected layer processes the
feature vectors dispatched from its preceding layer and trans-
forms them into vectors, the dimension of which corresponds
to the number of categories under consideration. Subsequently,
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the softmax layer computes the probability that each face is
associated with each category.

Upon acquiring prediction results from GAT, we get the
similarity between the marginal faces. Nonetheless, attaining
the exact category labels for the marginal faces necessitates
more than similarity. Given that the GAT focuses on the graph
structure’s local attributes, it can ef�ciently distinguish the
relationships between nodes within the graph, enabling precise
segmentation of faces within the localized graph context.
However, the graph network’s capacity to differentiate between
nodes is limited to recognizing similarities and differences. It
is dif�cult for a GAT to assign exact categories to the faces.
To address the limitations in assigning labels associated with
GAT, we utilize the more dependable classi�cation results of
the internal faces in the areas of the partitions to infer labels
of the marginal faces. Figure 4 shows the inference process.
Based on the similarities and differences identi�ed by GAT,
the labels corresponding to the known faces are extrapolated
to the unidenti�ed faces.

In our method, a marginal face would be incorporated into
several subgraph structures. The �nal label of the face is de-
termined by applying weights to all subgraphs that contain the
face. The formula for this process is delineated as Equation 7:

Yf =

P
j2Cf

Rj +Rf

NumC
: (7)

Here, Rf represents the result predicted directly by the internal
face classi�cation network. Yf denotes the �nal label assigned
to face f , while Rj signi�es the result of the inference after
incorporating the subgraph structure, which is characterized
by nodes centered around node j, into the GAT. Additionally,
Cf is the collection of faces adjacent to face f , and NumC
quanti�es the total number of faces contained within the set
Cf .

D. End-to-end boundary-aware integration within SAM-
Part3D framework

To further validate the generality and robustness of our
boundary-aware segmentation strategy, we reimplement our
framework on top of SAMPart3D [53], a state-of-the-art zero-
shot 3D shape segmentation approach. This integration estab-
lishes an end-to-end joint optimization pipeline that eliminates
the dependency on a standalone auxiliary classi�er, thereby
avoiding potential error propagation during subgraph construc-
tion. More importantly, it enables comprehensive evaluation
on large-scale and complex datasets such as PartObjaverse-
Tiny, providing empirical evidence that our boundary-aware
enhancement remains effective under challenging and diverse
3D scenarios. This further demonstrates that as the base-
line model becomes stronger, our boundary-aware re�nement
achieves proportionally greater performance gains in bound-
ary delineation and structural consistency. In this way, our
framework not only complements existing state-of-the-art 3D
segmentation pipelines but also provides a uni�ed strategy for
enhancing boundary precision across diverse architectures and
datasets.

SAMPart3D comprises three main stages: (i) large-scale
pretraining of the 3D backbone network (PTv3-object) on
Objaverse via DINOv2 feature distillation, which learns trans-
ferable 3D priors without textual supervision; (ii) sample-
speci�c �ne-tuning, in which a lightweight MLP distills scale-
conditioned grouping features from SAM-generated 2D masks
to provide multi-granular segmentation control; and (iii) se-
mantic querying, where multimodal large language models
assign semantic labels to the 3D parts through 2D�3D corre-
spondence. Our improvement focuses on Stage (ii), where we
embed a boundary-aware graph attention re�nement module
and introduce a joint loss to couple feature grouping and
boundary contrast optimization.

Concretely, we �rst extract 3D boundary priors from
the SAM-generated 2D masks via a morphological dila-
tion�erosion difference, which identi�es the edge pixels de-
lineating part boundaries. These boundary pixels are projected
back into 3D space through multi-view correspondence, yield-
ing a boundary point set B = fb1; b2; : : : ; bng that aligns with
the 3D geometry.

The k-nearest-neighbor graph is then constructed over the
entire point cloud, where each node represents a 3D point
and edges encode local geometric proximity. The boundary
point set B serves as an auxiliary prior rather than de�ning the
graph structure itself. During graph attention computation, a
�xed boundary-aware weighting term is applied to the nodes in
B, explicitly amplifying the message passing along geometric
discontinuities. This boundary-guided bias encourages the
network to focus on edge-sensitive regions, facilitating more
precise feature aggregation near part boundaries.

In parallel, the scale-conditioned MLP module fuses the
boundary-re�ned embeddings with backbone features and low-
level geometric attributes (e.g., normals, coordinates, and col-
ors). The overall training process adopts a dual-loss objective
that jointly optimizes structural grouping consistency and
boundary �delity:

Ltotal = � � Lboundary + � � Lgroup; (8)

where Lgroup follows the original contrastive grouping loss in
SAMPart3D, and the boundary contrast loss Lboundary is newly
de�ned as:

Lboundary = �
1
jBj

X

b2B

"
1
jN�b j

X

q2N�
b

max(0; mb � d(fb; fq))

�
1
jN+

b j

X

p2N+
b

d(fb; fp)

#

; (9)

where N+
b and N�b denote the positive (same-part) and

negative (different-part) neighbors of boundary point b, respec-
tively, d(�; �) denotes Euclidean feature distance, and mb rep-
resents a boundary-speci�c margin to enhance edge sensitivity.
Here, fb, fp, and fq denote the learned feature embeddings of
the boundary point b, its positive neighbor p, and its negative
neighbor q, respectively. These embeddings are obtained after
boundary-aware relational re�nement and are further fused
with backbone features through the scale-conditioned MLP.
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Intuitively, Lboundary minimizes intra-part feature distances
near the boundaries while maximizing inter-part separability,
reinforcing semantic discontinuities across adjacent parts. The
joint optimization in Equation 8 ensures consistent gradi-
ent �ow across the PTv3-object backbone, the boundary-
aware GAT module, and the scale-conditioned MLP, render-
ing the �ne-tuning process fully differentiable and end-to-
end trainable. Through this uni�ed framework, our method
dynamically balances global structural coherence with local
boundary precision, leading to improved convergence stability
and higher segmentation accuracy compared with the original
SAMPart3D baseline.

E. Network training
Our approach requires training an auxiliary discrimination

network, a non-marginal face classi�cation network, and a
GAT for marginal face segmentation. As for the training of the
auxiliary classi�cation network, we input the corresponding
feature vector composed of feature descriptors of each face,
and the output is the binary classi�cation result of whether the
face is in the marginal area or non-marginal area. For the non-
marginal face classi�cation network, the network’s input is the
same as that of the auxiliary classi�cation network, and the
�nal result is the semantic label corresponding to each face.
The GAT training process follows a structured approach to op-
timize the attention mechanism and node feature aggregation.
As outlined in Section III-C, the input data is organized into
subgraph structures, where nodes represent faces, and edges
signify relationships between these faces.

As for the total amount of data required for training, we
do not adopt the strategy of putting all faces of a 3D shape
into the network for training, which will cause many similar,
redundant faces to be sent into the network. Instead, we adopt
a uniform sampling method to consider training ef�ciency to
avoid incoming redundant data. We set the sampling range to
1/2 to compress the training cost of the network. At the end of
the network, we combine the results of the non-marginal face
classi�cation network and GAT for marginal face segmentation
and use the graph cut algorithm to optimize our segmentation
results further.

To implement our boundary-aware re�nement in an end-to-
end manner, we integrate our GAT-based boundary attention
module into the second-stage �ne-tuning of the SAMPart3D
framework [53]. The training process is designed to jointly op-
timize the feature grouping and boundary contrast objectives,
enabling the network to focus on boundary-sensitive features
while maintaining global shape coherence.

The key training settings are summarized as follows: the
model is �ne-tuned for 5,000 iterations using the AdamW
optimizer with a learning rate of 1e�4 and a OneCycleLR
scheduler (peak learning rate 1e�4, pct start = 0.1). The
effective batch size is set to 90, and a small weight decay of
1e�8 is applied for regularization. Automatic mixed precision
training is enabled to accelerate training and reduce memory
consumption. The backbone network (PTv3-obj) is initialized
with pretrained weights and frozen during this stage, while
the newly added boundary-aware GAT and MLP modules are
trained to re�ne the point embeddings.

IV. EXPERIMENT

This section demonstrates the ef�cacy of our proposed
method on diverse datasets. Furthermore, we compare the
results of our method and the state-of-the-art to verify our
approach’s superior performance. The robustness and logical
coherence of each element in our method are corroborated
through extensive ablation studies.

A. Experimental setting

Dataset. In our study, we evaluate the ef�cacy of our
proposed method through a series of experiments conducted on
four datasets, namely the Princeton Segmentation Benchmark
(PSB) dataset [67], the small COSEG dataset [68], the Human-
Body dataset [66], and the PartObjaverse-Tiny dataset [53].
The PSB and COSEG datasets are standard benchmarks for 3D
shape segmentation. Speci�cally, the PSB dataset contains 19
categories, each comprising 20 shapes. We excluded three cat-
egories from the PSB dataset�Bust, Bearing, and Mech�due
to the absence of consistent semantic labels across the models
within these categories. The small COSEG dataset features
eight categories with 190 shapes.

The HumanBody dataset focuses on mannequin segmenta-
tion, comprising 11 categories, with the training set consisting
of 381 shapes and the testing set of 18 shapes. Unlike the
PSB and COSEG datasets, the HumanBody dataset retains
the original division between training and testing sets. For
the PSB and COSEG datasets, we adopted a random selection
strategy, allocating 60% of the models to the training set and
the remaining 40% to the testing set.

In addition, we implement our boundary-aware re�nement
in an end-to-end manner on top of the SAMPart3D frame-
work [53], a state-of-the-art zero-shot 3D part segmentation
approach, and evaluate its performance on PartObjaverse-
Tiny, a modern large-scale benchmark characterized by high
shape diversity, �ne-grained structural variation, and complex
part boundaries. PartObjaverse-Tiny contains 200 shapes with
�ne-grained, semantically coherent part labels. Following the
taxonomy de�ned in GObjaverse, these shapes are grouped
into eight major categories: Human-Shape (29), Animals (23),
Daily-Used (25), Buildings (25), Transportations (38), Plants
(18), Food (8), and Electronics (34). Each major category
further encompasses diverse sub-categories�for example, the
Transportation category includes cars, motorcycles, airplanes,
cannons, and ships. For the PartObjaverse-Tiny dataset, we
retain the original division between training and testing sets,
consistent with the SAMPart3D con�guration.

Experiment details. Our algorithm is implemented using
Python, C++, and MATLAB. We chose Jittor [69] as the
deep learning framework to implement our network. The
network weights are initialized to follow Gaussian distributed
random variables with zero mean and 0.001 variance. The
Adam optimizer is chosen, and the learning rate is 0.001. The
experiments are executed on a single NVIDIA GeForce GTX
2080Ti GPU. For each 3D model consisting of 20K-30K faces,
the whole training process of the GAT takes approximately 2
hours, and the evaluation time is approximately 50 seconds.
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TABLE I
THE ACCURACY COMPARISON OF OUR METHOD (STAGED PIPELINE) WITH SEVERAL STATE-OF-THE-ARTS, INCLUDING WANG ET AL. [29], GUO ET

AL. [3], AND MESHWALKER [4], XU ET AL. [54], SUN ET AL. [55], GUAN ET AL. [56], AND GEORGE ET AL. [57] ON THE PSB DATASET. THE
RESULTS OF MESHCNN AND MESHWALKER ARE OBTAINED ON A LOW-RESOLUTION PSB DATASET, AS SUGGESTED IN THEIR PAPERS, SINCE THE

METHODS ARE ONLY SUITABLE FOR LOW-RESOLUTION SHAPES FOR THE HEAVY COMPUTATION BURDENS. OTHER METHOD RESULTS ARE
COMPUTED ON THE ORIGINAL PSB DATASET. THE �OURS� REPRESENTS THE ACCURACY OF OUR STAGED PIPELINE.

Category Wang et al.[29] Guo et al.[3] MeshWalker [4] Xu et al.[54] Sun et al.[55] Guan et al.[56] George et al.[57] Ours

Human 55.60% 91.22% 87.02% 94.08% 94.31% 95.70% 90.66% 95.21%
Cup 99.60% 99.73% 99.54% 99.79% 99.39% 99.10% 98.12% 98.68%

Glasses - 97.60% 96.11% 98.69% 96.94% 92.60% 98.10% 99.16%
Airplane - 96.67% 96.20% 97.66% 96.93% 93.10% 95.22% 99.09%

Ant - 98.80% 97.36% 98.98% 98.66% 90.40% 98.75% 99.27%
Chair 99.60% 98.67% 97.61% 99.35% 98.72% 88.90% 97.61% 99.50%

Octopus - 98.79% 97.86% 99.34% 98.05% 99.10% 98.71% 99.71%
Table 99.60% 99.55% 99.33% 99.59% 99.47% 91.10% 98.99% 99.26%
Teddy - 98.24% 95.57% 99.08% 97.80% 91.00% 98.57% 99.25%
Hand - 88.71% 83.31% 88.61% 88.61% 95.50% 88.21% 92.23%
Plier - 96.22% 92.24% 97.14% 96.51% 87.00% 95.32% 96.98%
Fish - 95.64% 94.58% 97.05% 96.18% 88.60% 96.43% 98.18%
Bird - 88.35% 92.76% 90.39% 92.09% 86.50% 88.64% 93.99%

Armadillo - 92.27% 89.12% 93.82% 93.85% 95.30% 94.99% 94.75%
Vase 90.50% 89.11% 84.56% 89.31% 87.03% 83.50% 82.87% 89.79%

FourLeg 54.30% 87.02% 80.93% 87.42% 90.10% 86.10% 84.55% 89.26%

Average - 94.79% 92.76% 95.64% 95.29% 91.47% 94.11% 96.52%

TABLE II
THE ACCURACY COMPARISON OF OUR METHOD WITH THREE OTHER METHODS, INCLUDING SHAPEBOOST [58], MESHCNN [59], SHAPEPFCN [20],

AND SUN ET AL. [55] ON THE SMALL COSEG DATASET. THE �OURS� REPRESENTS THE ACCURACY OF OUR STAGED PIPELINE.

Methods ShapeBoost[58] MeshCNN[59] ShapePFCN[20] Sun et al.[55] Ours

Candelabra 85.50% 83.52% 95.40% 93.40% 94.92%
Chairs 94.80% 92.87% 96.10% 96.64% 96.99%
Fourleg 92.30% 86.19% 90.40% 93.37% 92.50%
Goblets 97.00% 92.62% 97.20% 97.92% 97.64%
Guitars 97.70% 91.34% 98.00% 97.85% 98.75%
Irons 87.20% 81.26% 88.00% 88.69% 91.26%

Lamps 76.30% 83.64% 93.00% 92.41% 88.01%
Vases 86.40% 77.43% 84.80% 88.13% 91.30%

Average 89.65% 86.11% 92.86% 93.55% 93.92%

TABLE III
THE ACCURACY COMPARISON OF OUR METHOD WITH SEVERAL STATE-OF-THE-ART, INCLUDING FC [60], DIFFUSIONNET [61], HODGENET [62],
MDGCNN [63], SUBDIVNET [64], AND PFCNN [65] ON THE HUMANBODY DATASET[66]. THE �OURS� REPRESENTS THE ACCURACY OF OUR

STAGED PIPELINE.

Methods FC [60] DiffusionNet [61] HodgeNet [62] MDGCNN [63] SubdivNet [64] PFCNN [65] Ours

Accuracy 92.90% 91.50% 85.03% 89.47% 93.00% 91.79% 93.52%

B. Results

The performance evaluation metric employed in our ap-
proach aligns with those delineated by Guo et al. [3]. Herein,
we present the mathematical formulation of the evaluation
metric as Equation 10:

Accuracy =
X

i2T

Cigt (li) =
X

i2T

Ci: (10)

In the above equation, the set of triangles constituting the test
shapes is denoted by T , while Ci represents the area of the ith
triangle. Furthermore, the function gt(li) is de�ned to yield a
value of 1 when the prediction of the label li is accurate and
0 in cases of incorrect predictions.

The effectiveness of our proposed staged pipeline has been
validated across three datasets, namely PSB, small COSEG,

and HumanBody, with the resulting accuracies detailed in
Table I, II, and III, respectively. Impressively, our approach
achieves an accuracy of 96.52% on the PSB dataset, 93.92%
on the small COSEG dataset, and 93.52% on the HumanBody
dataset, demonstrating its high level of robustness. Figure 5
shows some examples of our staged pipeline on the PSB
dataset. Furthermore, the superiority of our method over
existing approaches is shown through various examples, as
illustrated in Figure 6. The results demonstrate a signi�cant
improvement in segmentation accuracy with our method,
which closely aligns with the ground truth.

The performance evaluation metric employed in our
boundary-aware re�nement, implemented in an end-to-end
manner on top of the SAMPart3D framework [53], follows
the standard protocol for promptable segmentation models
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Fig. 5. Segmentation results on the PSB dataset using the staged pipeline of our marginal-aware framework. �Ours� denotes the segmentation produced by
our method, and �GT� denotes the ground-truth annotation.

Fig. 6. Ablation effect of the marginal segmentation component in our staged pipeline. The incorporation of the graph attention mechanism to subgraphs
consisting of faces serves to amplify the distinction in features among marginal samples. This enhancement signi�cantly improves the network’s pro�ciency in
marginal recognition. The comparison of the results reveals that our advanced segmentation approach surpasses the baseline method in accurately delineating
the marginal areas of partitions of 3D shapes.
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Fig. 7. Visualization of segmentation results across different scale factors on the PartObjaverse-Tiny dataset, obtained using the end-to-end pipeline of our
framework. For the quantitative analysis of scale, we use �ve scale values [0.0, 0.5, 1.0, 1.5, 2.0] for each object, automatically selecting the result closest to
the ground truth for evaluation.

established by Kirillov et al. [70]. Herein, we present the math-
ematical formulation of the evaluation metric as Equation 11:

mIoU =
1
N

NX

k=1

jPk \Gkj
jPk [Gkj

: (11)

In the above equation, the set of test part instances is denoted
by N , while Pk represents the predicted binary mask for
the k-th instance. Furthermore, Gk denotes the corresponding
ground-truth part mask, and the intersection (\) and union ([)
operations are computed at the pixel level for 2D projections
or point level for 3D point clouds.

For each object in PartObjaverse-Tiny, we perform meticu-
lous part-level segmentation, with representative examples of
instance-level segmentation tasks illustrated in Figure 7. To
ensure a fair and up-to-date comparison, we benchmark our
approach against several recent representative methods span-
ning distinct modeling paradigms. Apart from the SAMPart3D
baseline, we further include PartSLIP [71], which leverages
a pretrained vision-language model (GLIP) to transfer rich
2D semantic knowledge into the 3D domain via a 2D-to-
3D label lifting strategy and few-shot prompt tuning, thereby
enabling strong zero-shot and few-shot part segmentation
performance. We also compare with SAM3D [72], a training-
free framework that projects segmentation masks generated by
the 2D Segment Anything Model (SAM) into 3D point clouds
and progressively merges them through a multi-view, bottom-
up strategy to achieve �ne-grained 3D segmentation. This

comprehensive selection of baselines allows for a rigorous
evaluation across classical, multimodal, and boundary-aware
segmentation pipelines. The quantitative results of our end-to-
end pipeline are summarized in Table IV, where our method
consistently outperforms these strong recent baselines across
all semantic categories, with particularly notable gains in
object families characterized by intricate structural bound-
aries and high local curvature (e.g., Daily-Used, Buildings,
and Transportations). These improvements con�rm that our
boundary-aware re�nement mechanism complements and fur-
ther enhances the foundational grouping priors learned in
SAMPart3D.

C. Comparison

In this study, we present a comparison between our staged
pipeline and existing methods, including Wang et al. [29],
ShapeBoost [58], Guo et al. [3], MeshCNN [59], Subdi-
vNet [64], ShapePFCN [20], MeshWalker [4], Sun et al. [55],
Guan et al. [56], and George et al. [57].

Speci�cally, the method by Guo et al. employs a 2D convo-
lutional neural network to analyze geometric feature vectors.
Concurrently, ShapeBoost utilizes a conditional random �elds
model to process multiple geometric shape descriptors. Both
approaches by Wang et al. and ShapePFCN leverage image-
based segmentation strategies, transforming 3D shapes into
an array of 2D projections. MeshCNN integrates convolu-
tion and pooling operations on edges uniquely to enhance
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TABLE IV
CLASS-AGNOSTIC PART SEGMENTATION RESULTS ON THE PARTOBJAVERSE-TINY DATASET, REPORTED IN MIOU (%). THE �OURS� REPRESENTS

THE ACCURACY OF OUR END-TO-END PIPELINE.

Method Human-Shape Animals Daily-Used Buildings Plants Transportations Food Electronics Overall

PartSLIP [71] 45.0 50.1 34.4 22.5 44.6 26.3 33.4 32.0 35.2
SAM3D [72] 47.2 45.0 43.1 38.6 51.1 39.4 46.8 43.8 43.6

SAMPart3D [53] 54.4 59.0 52.1 46.2 60.7 50.3 59.8 54.5 53.7
Ours 55.7 59.2 53.5 47.5 59.9 51.1 59.6 53.3 55.3

TABLE V
THE RESULTS OF THE ABLATION STUDY ABOUT THE MARGINAL

SEGMENTATION COMPONENT OF OUR METHOD ON THE SMALL COSEG
DATASET. THE �OURS� REPRESENTS THE ACCURACY OF OUR STAGED

PIPELINE.

Methods Final accuracy Marginal accuracy

Baseline (MLP) 90.21% 62.90%
Ours 93.92% 75.22%

shape segmentation. Diverging from MeshCNN, MeshWalker
employs RNNs for conducting stochastic traversals across
the mesh surface, facilitating effective segmentation of 3D
shapes. Meanwhile, SubdivNet introduces a subdivision in-
frastructure for achieving a multi-resolution representation of
general meshes. Our algorithm exhibits excellent performance
across the PSB and COSEG datasets, consistently securing the
highest average accuracy. As elaborated in Table I, our staged
pipeline exceeds the accuracy of all competing algorithms
across seven categories within the PSB dataset. Similarly, as
depicted in Table II, our approach exceeds the performance of
other methods in four categories within the COSEG dataset.

Moreover, Table III presents a comparison showing the
superior accuracy of our staged pipeline against established
methods such as FC [60], DiffusionNet [61], HodgeNet [62],
MDGCNN [63], SubdivNet [64], and PFCNN [65], on the
HumanBody dataset. These comparisons demonstrate the sig-
ni�cant advantage of our method over other methods’ segmen-
tation accuracy.

D. Ablation studies

To demonstrate the ef�cacy of our method, we conduct an
ablation study focusing on the marginal segmentation compo-
nent on the small COSEG dataset. This study evaluates the
impact of incorporating graph-based attention within marginal
segmentation by comparing the segmentation accuracies ob-
tained before and after applying this technique. An MLP
network is deployed to segment 3D shapes without graph-
based attention for marginal segmentation. The enhancement
in segmentation accuracy resulting from graph-based attention
is shown by separately evaluating the accuracy of marginal
region segmentation and overall segmentation performance.
The results of this experiment are detailed in Table V. To
more intuitively show the improvement of our network on
accuracy, we also separately count the accuracy of the faces
in the marginal area of the partition. In Table V, �nal
accuracy represents the average accuracy of all faces, and
marginal accuracy represents the average accuracy of marginal

TABLE VI
THE RESULTS OF THE ABLATION STUDY ABOUT THE

BOUNDARY-CENTRIC TRAINING PARADIGM ON THE SMALL COCO2017
DATASET.

Methods Baseline Ours

Seg mAP s 18.90% 19.70%
Seg mAP m 40.10% 41.90%
Seg mAP l 54.20% 55.50%

Seg mAP 75 39.40% 40.10%

faces. The adoption of graph-based attention in marginal
segmentation signi�cantly strengthened the performance of
network segmentation, as veri�ed by the data in Table V. This
integration facilitates a notable increase in overall segmen-
tation accuracy by 3.71% and a substantial improvement in
marginal region accuracy by up to 12.32%. Figure 6 shows the
results of the baseline method (an MLP Network), the method
we proposed, and the ground truth. The proposed results
demonstrate superior pro�ciency in recognizing boundaries
between different partitions of 3D shapes. In contrast, the base-
line network encounters dif�culties in accurately determining
boundaries within marginal regions, which is attributed to the
incomplete cognition of features. However, implementing the
attention mechanism at the boundaries of partitions enables
the proposed network to overcome this obstacle. To further
substantiate our method’s improvement, we conduct extensive
ablation studies, including analyses of subgraph-construction
hyperparameters, robustness across different 3D shape res-
olutions, and sensitivity evaluations of the hyperparameters
introduced in the end-to-end implementation. The detailed
results are provided in the Supplementary Material.

E. Boundary-Centric training paradigm generalization to 2D
semantic segmentation

In addition to addressing the 3D shape segmentation task,
we extend our method to the semantic segmentation classi�ca-
tion task on 2D images, thereby demonstrating the method’s
transferability and relevance across domains. Our evaluation
uses the COCO 2017 dataset, pivotal for advancing algorithmic
research in boundary re�nement and multi-scale feature fusion,
comprising 118,287 training images, 5,000 validation images,
and 40,670 test images, encompassing 80 widely recognized
target categories. This dataset offers pixel-level semantic
segmentation annotations, including Stuff segmentation for
irregular targets (e.g., sky, grass) and panoramic segmentation
annotations that integrate both instance and semantic segmen-
tation. For the task of semantic segmentation on 2D images,
we initially perform a preliminary semantic segmentation.
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Fig. 8. Comparison examples of semantic segmentation results on the
COCO 2017 dataset. Our Boundary-Centric training paradigm improves the
identi�cation of marginal pixels compared with the baseline, demonstrating
enhanced boundary re�nement and multi-scale feature fusion.

Subsequently, based on the segmentation outcomes, we differ-
entiate between marginal pixels and internal pixels centrally
located within internal partitions with the same category in
images. Upon returning the gradient, we incorporate LossGAT
at the marginal pixel areas while employing GAT for node
classi�cation. The LossGAT is formulated based on the clas-
si�cation results of GAT and preliminary segmentation results
surrounding the target pixel. As for the pixels in internal areas,
we mask them to exclude them from LossGAT calculations.
The experiment results are presented in the Table VI. We train
a Mask R-CNN combined with the ConvNext using the entire
training dataset and subsequently apply this model to segment
all test images. At the same time, we set up a baseline that
only uses Mask R-CNN combined with ConvNext without
combining our Boundary-Centric training paradigm. The re-
sults indicate an improvement over the baseline. Illustrative
examples of the semantic segmentation outcomes are provided
in Figure 8. From the examples, we can notice particular
improvements in the accuracy of marginal pixel identi�cation.
Our experiments highlight that the Boundary-Centric train-
ing paradigm possesses universal applicability for semantic
segmentation, especially in contexts where boundary-internal
distribution gaps signi�cantly in�uence model performance.

F. Computational requirements analysis
In this section, we analyze the computational ef�ciency of

the proposed method by reporting �oating�point operations
(FLOPs) and parameter counts across both contemporary
segmentation pipelines and classical lightweight point-cloud
backbones. As shown in Table VII, the comparison includes

SAMPart3D [53]�the baseline used in our main experi-
ments�as well as PatchFormer, PointNet++, and DGCNN,
which provide representative reference points for FLOP and
parameter scales.

Since our method is integrated into the sample-speci�c �ne-
tuning stage of SAMPart3D, we additionally report the com-
putational cost of the full end-to-end pipeline. The boundary-
aware re�nement is embedded directly into this adaptation
stage, eliminating the need for external classi�ers or subgraph
construction and keeping the additional overhead localized and
lightweight.

Under a comparable evaluation setup on the Objaverse-Tiny
benchmark, our end-to-end variant improves segmentation per-
formance from 53.7% to 55.3% mIoU while increasing FLOPs
only modestly (8.20G � 8.86G). This re�ects a favorable
accuracy�compute trade-off, indicating that the performance
gains delivered by the boundary-aware re�nement are achieved
with practical computational ef�ciency. The other baselines
listed in Table VII serve as additional references for archi-
tectural scale, though their accuracy metrics are not directly
comparable due to differences in datasets and evaluation
protocols.

V. LIMITATION AND FUTURE WORK

While our methodology demonstrates signi�cant advance-
ments, it is essential to address an inherent limitation. The geo-
metric disproportionality analysis is predicated on the assump-
tion of watertight mesh structures with consistent manifold
properties. Consequently, this may restrict its immediate appli-
cability to non-manifold geometries commonly encountered in
CAD/CAM models or incomplete scans, such as partial point
clouds derived from LiDAR, where the distinction between
boundary and internal features can become geometrically
ambiguous. One of the key directions for future work will
be to extend our method to accommodate not only manifold
shapes but also non-manifold geometries. Additionally, the
network architecture employed in our current implementation
may not be optimal. Thus, we plan to explore alternative
network frameworks in subsequent research to maximize the
bene�ts of our methodology. Our work can also inspire future
research in related areas, including point cloud processing and
2D image segmentation.

VI. CONCLUSION

This paper presents a marginal-aware perspective on 3D
shape segmentation, explicitly addressing the long-standing
challenge of sample imbalance between internal and bound-
ary regions within shape partitions. In contrast to existing
approaches that mainly attribute performance degradation to
category-level area imbalance, we show that the dispropor-
tionate distribution between marginal and internal faces is a
key factor limiting boundary discrimination. Building on this
insight, we propose a marginal-aware segmentation frame-
work that decouples boundary understanding from interior
classi�cation and strengthens relational modeling in boundary
regions, thereby improving the recognition of hard marginal
samples while preserving ef�cient learning for internal areas.
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TABLE VII
COMPARISON OF COMPUTATIONAL RESOURCE REQUIREMENTS AND SEGMENTATION ACCURACY BETWEEN OUR METHOD AND OTHER APPROACHES.

Methods FLOPs Params Accuracy (mIoU)

PatchFormer [73] 1.63G 1.65M �
PointNet++ [74] 4.09G 1.74M �

DGCNN [75] 2.65G 1.81M �
Ours (non-end-to-end version) 1.50G 1.65M �

SAMPart3D [53] 8.20G 12.5M 53.7%
Ours (end-to-end on SAMPart3D) 8.86G 13.7M 55.3%

Extensive experiments on public benchmarks, including PSB,
COSEG, HumanBody, and PartObjaverse-Tiny, demonstrate
that the proposed marginal-aware principle consistently en-
hances segmentation performance across different settings,
achieving superior or comparable results to state-of-the-art
methods with controlled computational overhead. These �nd-
ings suggest that explicitly modeling boundary�internal imbal-
ance provides an effective and general strategy for improving
3D shape segmentation and may bene�t a broader range of
structured prediction problems dominated by boundary-related
errors.
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