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A Multi-Modal Attention-Based Approach for
Points of Interest Detection on 3D Shapes

Zhenyu Shu, Junlong Yu*, Kai Chao, Shiging Xin, Ligang Liu

Abstract—Identifying points of interest (POls) on the surface of 3D shapes is a significant challenge in geometric processing research.
The complex connection between POls and their geometric descriptors, combined with the small percentage of POls on the shape,
makes detecting POls on any given 3D shape a highly challenging task. Existing methods directly detect POIs from the entire 3D
shape, resulting in low efficiency and accuracy. Therefore, we propose a novel multi-modal POI detection method using a
coarse-to-fine approach, with the key idea of reducing data complexity and enabling more efficient and accurate subsequent POI
detection by first identifying and processing important regions on the 3D shape. It first obtains important areas on the 3D shape
through 2D projected images, then processes points within these regions using attention mechanisms. Extensive experiments
demonstrate that our method outperforms existing POI detection techniques.

Index Terms—3D shape, Point of interest, Transformer.

1 INTRODUCTION

OINTs of interest (POls), which are also referred to as

feature points, are distinctive locations on the surface of
3D shapes that are important for a variety of geometric pro-
cessing tasks, including mesh segmentation [1], viewpoint
selection [2], shape retrieval [3], [4], mesh registration [5],
and shape enhancement [6].

Through visual perception, humans can easily discern
POls from ordinary points on 3D shapes. However, from
a geometric perspective, although geometric features can
detect some saliency points, there are still significant dif-
ferences from manually labeled POls [7], [8], indicating that
detecting POls consistent with human perception remains
highly challenging.

Recent advances [9]-[13] adopting deep learning to de-
tect POIs have shown promise. These methods leverage ge-
ometric representations of 3D shapes to predict the potential
of each surface point being a POI. However, since POls are
manually defined, using pure technical methods requires
incorporating the human process of perceiving POls to bring
ideal results.

When we observe objects, humans tend first to focus
attention on a region and then look for interesting infor-
mation in that area. It is natural to think of designing a
model consistent with how humans find important informa-

Zhenyu Shu is with School of Computer and Data Engineering, Ning-
boTech University, Ningbo 315100, China. He is also with Ningbo
Institute, Zhejiang University, Ningbo 315100, China.

E-mail: shuzhenyu@nit.zju.edu.cn (Zhenyu Shu)

Junlong Yu is with School of Software Technology, Zhejiang University,
Hangzhou, PR China. Corresponding author.

E-mail: junlongyu_paper@163.com (Junlong Yu)

Kai Chao is with School of Big Data and Artificial Intelligence Manage-
ment, Xi’an Jiaotong University, Xi’an, PR China.

Shiging Xin is with School of Computer Science and Technology, Shan-
Dong University, Jinan, PR China.

Ligang Liu is with Graphics & Geometric Computing Laboratory, School
of Mathematical Sciences, University of Science and Technology of China,
Anhui, PR China.

Manuscript received month day, year; revised month day, year.

Fig. 1. Example POI detection results by our method.

tion. By simulating human perception, we propose a novel
algorithm to detect POIs in 3D shapes in this paper. We
first detect important regions likely containing POIs, which
provide more contextual information. By focusing on these
regions, we can gain a better understanding of the context
of POls. Our method utilizes this regional information for
POI detection subsequently.

Recently, approaches using projections [12] and attention
mechanisms [14] have shown promise for POI detection.
Inspired by these advances, our method adopts a coarse-
to-fine strategy, where key zones are first identified in 2D
projected images in the Coarse stage. Subsequently, in the
Fine stage, we back-project the important regions from 2D to
3D and perform POI detection using attention mechanisms,
with the 2D modal information as position encodings for
points in the important regions. The position encodings
offer contextual information, enabling the model to discern
distinctions between significant and less significant regions.
Finally, we extract POIls using a density peak clustering
algorithm. Figure 1 shows POI detection results from our
method.

We evaluate the effectiveness of our approach using the
SHREC 2007 dataset, SHREC 2011 dataset, and SHREC 2014
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dataset, which comprise various distinct 3D shapes with
ground truth data contributed by volunteers. Our experi-
mental results consistently demonstrate the superiority of
our method over current state-of-the-art approaches across
various performance metrics, including False Negative Er-
ror (FNE), Weighted Missing Error (WME), False Positive
Error (FPE), Area Under ROC Curve (AUC), and Linear
Correlation Coefficient (LCC).
Our contributions are twofold:

We present a novel multi-modal POI detection algo-
rithm. Effectively fusing information from different
sensory channels enhances both model performance
and robustness.

We design a progressive network simulating the
human visual perception process. The POl detec-
tion process is decomposed by using a coarse-to-fine
strategy. Compared to previous POI detection meth-
ods, our approach exhibits superior performance.

The structure of the paper is as follows. Section 2 pro-
vides an overview of relevant research in the field of POI
detection. In Section 3, we outline the complete workflow
of our proposed method and delve into our deep neural
network. Section 4 presents comprehensive experimental
results and comparative analyses with state-of-the-art meth-
ods. Section 5 discusses the limitations explored and future
avenues, while Section 6 concludes the paper.

2 RELATED WORK

This section provides an overview of related work in the
field, covering key areas including POI detection in 3D
shapes, mesh saliency analysis, and the integration of Trans-
former architectures in computer vision and 3D analysis
tasks.

2.1 POI detection

POIs or key points are specific points within 3D shapes
that contain more informative details compared to their
surrounding points [15]. They were initially introduced in
the realm of computer graphics about a decade ago and
have since found significant utility across various domains,
such as mesh simplification [16], [17], mesh resizing [18],
and 3D printing [19].

Before the rise of deep learning, numerous hand-crafted
feature descriptors are developed to assist in identifying
and distinguishing POls. These descriptors play a crucial
role in enhancing the reliability and effectiveness of match-
ing and analyzing POIs across various models in both
2D and 3D domains. In the 2D domain, techniques like
SIFT [20], Harris [21], ORB [22], and SURF [23] offer scale
and rotational invariance by extracting local features to
generate keypoint descriptors. In the 3D domain, feature
descriptors like Gaussian curvature (GC), shape diameter
function (SDF) [24], average geodesic distance (AGD) [25],
scale-invariant heat kernel signature (SIHKS) [26], wave
kernel signature (WKS) [27], and intrinsic shape signatures
(1SS) [28] have been proposed. Knopp et al. [29] proposes a
descriptor that employs Hough-voting for local 3D features,
ensuring orientation and scale invariance. Harris3D [30]
and Meshsift [31] adapt Harris and SIFT to meshes. Sun et

al. [32] introduces Heat Kernel Signatures (HKS) for multi-
scale analysis based on heat diffusion to detect POIs on 3D
shapes, capturing local features through changes in heat
kernels over time. Zou et al. [33] employs the Difference
of Gaussian (DoG) in geometric scale-space to identify local
extrema as significant surface key points. These descriptors
are designed to capture different attributes of the 3D shape,
such as shape, surface texture, and geometric structure. In
this work, we utilize three feature descriptors - GC, WKS,
and SIHKS.

Recently, deep learning-based methods for detecting
POIls have evolved rapidly. In the realm of image-based
methods, Shu et al. [12] proposes using Convolutional Neu-
ral Networks (CNN) for pixel-level prediction on 2D pro-
jections of meshes, then reprojecting the results back to 3D.
Suwajanakorn et al. [34] develops an end-to-end geometric
reasoning method to predict 3D key points from a single
2D input image. Jakab et al. [35] introduces an unsupervised
learning approach for object landmarks through conditional
image generation, effectively integrating object appearance
and geometric information from different sample images. In
the realm of shape-based methods, Shu et al. [11] develops
a three-step process for training and forecasting critical
points on 3D shapes by utilizing various feature descriptors.
USIP [36] improves key point localization and repeatability
using Feature Pyramid Networks (FPN) and probabilistic
chamfer loss. UKPGAN [37] provides key point significance
distribution via a detection network and employed a novel
adversarial GAN loss to control sparsity while reconstruct-
ing the original point cloud from these sparse key points
using salient information extraction. D3Feat [38] combines
a fully convolutional feature descriptor with a salient point
detector. Shu et al. [14] proposes a spatial attention mecha-
nism for aggregating features of neighboring vertices.

Extracting POls necessitates a comprehensive considera-
tion of the overall distinctiveness of the 3D shape, followed
by a detailed analysis of pivotal regions. Our algorithm
adeptly integrates the strengths of both categories men-
tioned above of techniques while seamlessly incorporating
features from multiple modalities. This harmonious fusion
serves to facilitate a more profound comprehension and
analysis.

2.2 Mesh saliency

Mesh saliency plays an essential role in 3D graphics, serving
to emphasize significant areas within mesh models, which
often incorporate POIs. There are two main types of mesh
saliency detection techniques: shape-based and image-based
methods. Shape-based methods focus on the geometric fea-
tures of the mesh, while image-based methods concentrate
on the visual properties of the mesh.

In the realm of shape-based methods, Lee et al. [39] intro-
duces a scale-dependent approach using Gaussian-weighted
mean curvatures, while Limper et al. [40] applies local cur-
vature entropy for saliency analysis. Further enriching this
approach, Anjos et al. [41] develops a multi-scale method
based on mesh entropy. Expanding the scope to global
attributes, Cheng et al. [42] and Song et al. [43] leverage
region-based contrasts and spectral processing, respectively,
to highlight salient regions. The integration of local and

Authorized licensed use limited to: Zhejiang University. Downloaded on January 05,2025 at 22:58:21 UTC from IEEE Xplore. Restrictions apply.

© 2024 IEEE. Personal use is permitted, but republication/redistribution requires IEEE permission. See https://www.ieee.org/publications/rights/index.html for more information.



This article has been accepted for publication in IEEE Transactions on Visualization and Computer Graphics. This is the author's version which has not been fully edited and

content may change prior to final publication. Citation information: DOI 10.1109/TVCG.2024.3368767

IEEE TRANSACTIONS ON VISUALIZATION AND COMPUTER GRAPHICS, VOL. XX, NO. X, MONTH YEAR

— —— —— —— — — — — — — — — — — — — — — — — — — — — — — — — — — — — —

7
[ P Xg
| o
“é’ 0
l Tokenize | S 1 Linear
I Patch | £ = Classification
o .
| .S :
| § 64
—/
| Feature
Compression
\
S— — e — e — — — — e — — —————— _——— — =¥
7 —— — Key Region
/ Points operatior
]:k
I ) )
o
—
| ;. - . s o[l [i
| -2 Linear 5 . L\T—| D . lg]pdudt.
g | Prediction | = § F mbedding
| 2 [ S 'z [¢— o
| - g & -
= =) Other Points
I 2 E F° operation
l —/ — 0 VI Fe
\ F
e e e e e e e e e e G G G G S CE G G G GEE GE GEE GEE IS GEE GEE GEE GEE GEE GEE GEE GEE G G E—
0 No. | | | | C )
Class Patch Zero Point Transformer
Feature Feature Vector Feature Block
Vector Vector Vector

Fig. 2. Framework of our multi-modal POI detection algorithm. We use projected images from 6 faces of the 3D shapes as input to the Coarse
stage, and use the corresponding 3D shapes themselves as input to the Fine stage. The network parameters are shared between both the Coarse

and Fine stages.

global features is effectively employed by Perazzi et al. [44]
using Gaussian filters, and by Nousias et al. [45] through
convolutional neural networks. Additionally, Borji et al. and
Wei et al. [46], [47] demonstrate the value of incorporating
visual cues for enhanced saliency detection.

In contrast, image-based methods for mesh saliency have
also been explored. Hou et al. [48] develops a technique
based on analyzing the log-spectrum of images, while Song
et al. [49], [50] investigates multi-view setups and generative
adversarial networks for saliency prediction.

2.3 Transformer

The original Transformer model, as introduced by Vaswani
et al. [51], ushered in a paradigm shift in the realm of
natural language processing through its innovative self-
attention mechanism. This pivotal work laid the foundation
for subsequent models such as BERT [52], GPT [53], and
their evolutionary successors [54], [55], which have achieved
unparalleled performance across diverse NLP tasks. The
incorporation of the transformer architecture into our net-
work framework is rooted in its parallel with human visual
perception, with the attention mechanism mirroring human
cognitive processes. Simultaneously, this integration aids in
comprehending the intricate relationships existing within
sequences of 3D coordinate points.

The advent of Vision Transformers (ViTs) has marked
a significant extension of the Transformer architecture into

the domain of computer vision. Dosovitskiy et al. [56] in-
troduced Vision Transformers, showcasing their remarkable
efficacy in tasks like image classification [57]-[59]. ViTs inge-
niously dissect images into manageable patches, effectively
treating them as sequential data for subsequent processing.

In summary, Transformer is a widely adopted frame-
work in deep learning, especially for natural language
processing and computer vision tasks. In this work, we
leverage Transformers to identify key regions in images and
utilize the attention mechanism’s ability to adaptively select
important information based on context to fuse multi-modal
features.

3 METHODOLOGY

The diagram in Figure 2 illustrates the general procedure
of our algorithm. Our motivation is grounded in two key
observations presented in Section 2: (1) Methods utilizing
a local scale are insensitive to the significance of regions,
resulting in the computation of areas that might lack dis-
tinctive features. This not only increases computational
overhead but also raises the likelihood of erroneous POI
identification. (2) Taking inspiration from [58], [60]-[62],
the utilization of the ViT model has shown proficiency in
handling patch sequences to predict significant areas. These
insights guide us towards a coarse-to-fine implementation
for POI detection. As depicted in Figure 2, the Coarse
stage utilizes a shortened token sequence to recognize key
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Fig. 3. Identifying key zones from 2D projections to 3D shapes. The left
side of the image highlights key zones in projected images, visible as
bright patches. On the right, the corresponding key zones on the 3D
shape are marked by areas within square frames.

patches. In the Fine stage, leveraging the mapping rela-
tionship between image pixels and mesh vertices during
rendering, we can identify key zones on 3D shapes by
recognizing key patches in 2D images. Subsequently, we
apply focused processing to these vertices within the 3D
key zones, integrating features from the 2D key patches to
enhance their representation in the 3D domain. This method
ensures that the significant features identified in the 2D
space are accurately reflected and emphasized on the 3D
model. Elaboration of the precise procedures is provided
in the subsequent section. For detailed information on the
transformer block used in our study, please refer to Section
2 of the supplementary materials provided in this paper.

3.1 Coarse stage

In the initial Coarse stage, our primary objective is to
pinpoint key zones within the 3D shape by leveraging the
projected images. We partition the projected image into N¢
patches and employ a CNN to encode each patch, generat-

ing vector x§ of dimension Dijmage, Where1 i Nc. The
input to the ViT is structured as follows:
X§ = [X§; X5 213 X0] + Efos: (D)

Here, the “special token” x§ is initialized as a learnable
zero vector with the same shape as xJ, and Efos 2
R(Ne+1) Dimage represents the position encoding for each
patch. After traversing through k Transformer blocks, the
768-dimensional resulting output X¢ = [x2; xi; =1 xpe] is
fed into a linear classification layer Lineargs( ) to calculate
the probability P ¢ for each patch, indicating whether it is a
key zone in 2D:

P° = Linearcs(Xi; X&; = xk) = [p$: p5; i pl - ()

Following the image partitioning and identifying 2D key
zones during the Coarse stage, the subsequent step involves
locating key zones within the 3D shape.

Key zone identification. We introduce a method for key
zone identification in both 2D images and corresponding
3D shapes. For each image patch, a confidence score, p§,
is computed. Patches with p{ (where is a prede-
fined threshold) are considered key patches. Utilizing the
stored mapping between mesh vertices and image pixels,
we can quickly compute the pixel coordinates within each
identified patch and subsequently locate the corresponding
vertices in the 3D shape, as illustrated in Figure 3.

Let us denote the vertex set corresponding to the it"
patch as V 2 RN« 3 where Ny represents the number
of effective vertices associated with that patch. The feature
representation of patch;, obtained after k Transformer block,
is denoted as x{(. This feature is then linearly compressed to
a dimension of Dyeuse. We replicate this feature Ny times,
with every copy being concatenated with a vertex from set
V. In this way, we can transfer the block-level information
contained in patch; to every vertex in the corresponding set
V. This same operation is applied to all key patches and
their corresponding 3D key zones. Account for the varying
number of vertices in each patch’s corresponding 3D zone,
and for the sake of clarity during the Fine stage, we define
FPatch a5 the set of features that will be concatenated with
vertices in all 3D key zones.

3.2 Fine stage

In the Coarse stage, we identify 2D key zones and partition
corresponding key zones on the 3D shape based on projec-
tion relationships. During the Fine stage, our objective is to
conduct a thorough analysis of the points located within
the partitioned regions. We employ an attention module
to extract contextual information from points within these
regions, aiding in the final localization of POI positions. We
define the set of all input vertices on the 3D shape as V  and
the set of concatenated geometric features corresponding to
WKS, SIHKS, and GC descriptors for each vertex as F, as
follows:

VT = [vo;va; i vng s
F = [fo; T1; 5 g ]

(32)
(3b)

For vertex i, vi 2 R® represents the spatial position, and
f; 2 RPwks+Dsiiks+Dec denotes the concatenation of the three
geometric features. N is the total number of input vertices.

Input Embedding. The embedding layer of the Trans-
former model is crucial for processing sequential data, as it
provides semantic and positional information about the in-
put elements to the model. In our approach, all vertices and
their corresponding geometric features are passed through
a multi-layer perceptron (MLP) for input embedding. Con-
sequently, the embedded input F€ can be represented as
follows:

Fe=MLP (VT F)=[FK F°: (4)

In this context, we have F& 2 RNf Dembed \yhere
Dembed denotes the embedding dimension. In the Coarse
stage, we utilize the “key zone identification” module to
partition V T into two distinct sets: V X and V °. Here, V K rep-
resents vertices within all the key zones, while V °© represents
vertices associated with the remaining areas. Consequently,
based on this division, we can further divide F¢ into FX
and F° to signify the vertices within the embedded space
that pertain to key zones and those that pertain to non-key
zones.

Multi-modal Feature Fusion. We propose using 2D
patch features as positional encodings concatenated with the
original input. This enhances positional information, aiding
the model in distinguishing between crucial and non-crucial
regions while also strengthening local details. Through
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Fig. 4. We utilize a multi-level of rich information to predict the probability
of each vertex.

key zone identification, we can identify key patches and
their corresponding vertices. We then utilize the high-
dimensional patch features generated by the ViT encoder as
positional encodings for the vertices within these patches.

Our approach involves utilizing the Self-Attention (SA)
mechanism to fuse these features, as patch features in-
herently contain block-level information. By utilizing these
positional encodings, we empower the attention mechanism
to accurately distinguish between key and non-key regions.
This enhancement strengthens the model’s ability to capture
contextual relationships and dependencies among impor-
tant patches and their associated vertex sets. As a result,
it enables more effective feature integration and a deeper
understanding of the spatial organization of the data.

Firstly, we transform the high-dimensional patch fea-
tures into low-dimensional position vectors suitable for
embedding using a linear layer. These position vectors serve
as a part of the spatial information, aiding the model in
better understanding the positional relationships between
various regions.

Next, we introduce an attention module to fuse multi-
modal features together. This process can be described as:

Fratch = | jnear(Xy); (5a)
FK = cat(FK; FParen); (5b)
F° = cat(FX;0); (5¢)
Frused = AV K FK; v O; FO): (5d)

The self-attention module, denoted as SA, is employed
to capture inter-region relationships, thereby yielding a rich
feature representation of vertices, represented as FTused, To
achieve this, we make use of the 2D key patch features
described in the “key zone identification” module as extra
feature information for each vertex located within the corre-
sponding key zone of the 3D shape. We combine these patch
features FPa" with the embedded feature F¥. For other
points, we apply a similar operation, but we concatenate
them with a zero vector 0. This zero vector signifies non-
key regions, ensuring a clear distinction between important
and non-important areas in the data. The dimension of

Fig. 5. Probability distribution of POIs on the 3D shape surface. We use
this distribution as ground truth for the Fine stage.

Fratch s given by Dyeuse, and the dimensions of F* and
F° are Dembed + Dreuse- Consequently, the dimensionality
of FTUsed is 3 + Demped + Dreuse-

We can now utilize the fused multi-modal features to
predict the probability of each vertex being a POI. As shown
in Figure 4, we take the input embedded original representa-
tion F¢, the feature FTUsed gbtained after modal fusion, and
concatenate it with the dimension-reduced feature F'°W.
These concatenated features are then fed into a linear layer
Linear() to calculate the POI probability for each point,
represented as follows:

PT = Linear(F®; FTused; Flow) = [pf: pl; i pl, - (6)

Through these series of operations, we successfully in-
tegrate multi-modal information, generate rich feature rep-
resentations, and efficiently predict the POI probability for
each point. Indeed, this process provides valuable insights
into the salient features of the 3D shape, leading to a more
holistic comprehension and effective utilization of both 2D
and 3D data.

3.3 POl extraction

We differentiate POIs from ordinary points by predicting the
probability distribution PT and extracting points based on
the probability magnitude using a density peak clustering
algorithm similar to [11], [12], [14]. The core concept behind
density peak clustering involves dividing data points into
clusters with high density and those with low density. The
clusters with high density are made up of density peak
points. We use P T as the density value for each vertex and
compute the influence radius ; for each vertex v; based on
the density value and geodesic distance:

i= rpinf(dgeodesic(vi;vj)); )

3 >p;
where dgeodesic(; ) is the geodesic distance, and v; denotes
vertices characterized by density values pjf that surpass
those of vj, which are associated with density values p}c.

Density peak points have relatively high local density and
large reachable distances. By marking these points in the
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Fig. 6. 2D projected images used as input to the Coarse stage. (a) Virtual camera setup with six cameras positioned at box face centers. (b) By
dividing the pixels into value intervals and thresholding, key zone labels are created as ground truth for the Coarse stage.

two-dimensional space of local density and reachable dis-
tance, a “decision graph” can be formed. Through observing
the decision graph and the relative relationships of local
density and reachable distance, we set different thresholds
for each class to partition density peak points from non-
density peak points. We take the density peak points as the
final POls.

3.4 Training strategy

In our training strategy for coarse-to-fine POl detection,
we address the potential overfitting issue due to each 3D
shape corresponding to only a few projected images. In
the Coarse stage, we employ fine-tuning on a pre-trained
VIT [56] to adapt it to the downstream task, enabling the
Coarse network to extract rich feature representations from
images.

Additionally, we propose a regularization strategy to
balance the importance of the two different training stages.
We set two hyperparameters . and ¢, where . gradually
decreases from 1 to 0 as training epochs increase, while ¢
does the opposite. Thus, our training loss is:

loss= . BCE(PSYS)+ ¢ Li(PT;YT); (8)

where BCE(; ) and L1(; ) denote Binary Cross-Entropy
Loss and Absolute Error Loss respectively. Y¢ and YT
are the ground truth for the Coarse stage and Fine stage,
respectively.

We set a confidence threshold of = 0:5 in the Coarse
network to filter out patches with p¢ >  as the final
image key zones. Varying the value of trades off between
computation and accuracy. A larger results in fewer points
enhanced with local information in the Fine stage, indicating
more accurate identification at a lower computational cost
and vice versa.

4 EXPERIMENTS

In this section, we will introduce the dataset creation pro-
cess, evaluation metrics, experimental results, and compar-
ative analysis with other state-of-the-art methods.

4.1

Experimental dataset preparation. We use three datasets
to evaluate model performance: the SHREC 2007 dataset,
the SHREC 2011 dataset, and the SHREC 2014 dataset. The
SHREC 2007 dataset and SHREC 2014 dataset both contain
400 models across 20 classes, while SHREC 2011 contains
600 models across 30 classes. Each dataset has 20 models per
class. SHREC datasets are widely used to benchmark differ-
ent 3D shape analysis and retrieval algorithms, such as for
3D shape retrieval [3], segmentation [1], classification [63],
and matching [64].

Inspired by [12], to prepare inputs for the Coarse stage,
we project the 3D shapes into multiple 2D views to obtain
more comprehensive visual information. To reduce model
computation while maintaining overall shape visuals, we
select six representative orthographic views - top, bottom,
left, right, front, and back - and define six virtual cameras
located at box face centers pointing towards the box center,
as shown in Figure 6a. Initially, we annotate the POIs on
the 3D shapes manually using a custom program. We then
adopt a similar approach to [11] by modeling the distribu-
tion of POIls on the 3D shape surface using a probability
distribution P based on Gaussian probability density, as
shown in Figure 5. For the Fine stage, we utilize P as the
ground truth and apply it to all 2D images obtained from
the projection of the 3D shape. To create key zone labels in
2D images, we first divide the color value range into five in-
tervals: 0-49, 50-100, 101-150, 151-200, and 201-255. Next, we
remap the color values in the last four intervals to four fixed
values: 51, 101, 151, and 201. Finally, based on pixel value
statistics in each interval, we set a threshold to determine
which regions are considered key zones, initially setting

Implementation detail
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to 51. While this may select more regions as key zones,
increasing computation, the fluctuations occupy small ratios
in the entire image, making the overhead negligible. The 2D
projection dataset created by the previous method is shown
in Figure 6b.

Evaluation metrics. We use the evaluation metrics pro-
posed in [8], including false negative error (FNE), false
positive error (FPE), and weighted miss error (WME), to
measure algorithm performance. Let G be the ground truth
POI set and D be the detected points from the algorithm.
For a point gi 2 G to be classified as correctly identified,
there must be a corresponding point di 2 D located within
a tolerance radius r of g;, where the value of r is determined
by the number of neighbors for g;. FNE is the ratio of
points in G falsely missed in detection. FPE is the ratio of
incorrectly detected points in D that are not in G. WME
considers the salient weights of points in G. The three
metrics are defined as follows:

FNE(r) =1 Ng=Ny; (9a)

FPE(r) =1 N¢=Ng; (9b)
Ng -0-

WME(r) = 1 % (9¢)

i=1'h

where N¢ is number of correctly identified points, Ng is
the number of ground truth points, Ny is the number of
detected points, n; is the number of subjects voting g; as
a POI in its geodesic neighborhood, and 0; indicates if g;
is correctly detected as 1 or 0. Lower values in the three
metrics indicate better performance.

Additionally, we incorporate two other quantitative met-
rics from [65]: Area Under ROC Curve (AUC) and Linear
Correlation Coefficient (LCC). A Receiver Operating Char-
acteristic (ROC) curve serves as a graphical representation
of the accuracy of POI detection at various thresholds. The
area under the ROC curve, denoted as AUC, quantifies
the extent to which the algorithm identifies salient regions
matching those in the ground truth across the entire range of
thresholds. On the other hand, LCC measures the correlation
between the ground truth and the predicted probabilities
PT, evaluating whether the saliency regions in the ground
truth and those detected by the algorithm coincide in their
peak locations. Higher values in both metrics indicate better
performance.

Parameter settings. In our dataset of 2D projected im-
ages, each image has a size of 224 224, and we configure
the patch size to be 32 32 during our experiments. For
the Coarse stage, we set the dimension of Dijmage according
to the original ViT configuration as described in [56]. The
threshold for determining key patches, denoted as , is set
to 0.5.

In the Fine stage, we choose specific dimensions for var-
ious components: Dgc = 1, Dwks = 100, Dsjnks = 20,
and Dempeqg = 256. After the dimension reduction process,
the dimension of each patch feature becomes Dyeyse = 16.
Regarding the training process, we set the total number of
epochs to be 600. To mitigate the initial inaccuracies in key
patch prediction during the Coarse stage, we first train the
Coarse stage for 200 epochs before jointly training the Fine
stage.
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Fig. 7. Ground truth for 3D POls and key patch identification results in
the Coarse stage from 2D images.

Py

14

These settings and strategies have been carefully chosen
to ensure the effectiveness and efficiency of our model
throughout both the Coarse and Fine stages of training.

4.2 Results

As mentioned in Section 3, we employ a coarse-to-fine
approach to predict POI probabilities, ultimately extracting
the final POIs using a density peak clustering algorithm.
Figure 7 presents the results of 2D key patch detection. It is
evident from the figure that our method accurately predicts
the areas where POls are located, thereby adding correct
positional encoding information to these regions.

Figure 8 illustrates the process of utilizing the probability
predictions from the Fine stage and extracting POls using
the density peak clustering algorithm. From the figure, it
is apparent that our proposed algorithm effectively predicts
the probabilities of each vertex. Not only can we visually
distinguish POIls from other points with clarity, but we
can also easily extract POIs from a probabilistic perspective
through the density peak clustering algorithm.

Figure 9 showcases the POI results of representative
models from each model category on the SHREC 2011
dataset. From the figure, we can observe that the results
obtained through our method exhibit a high degree of
consistency with human visual perception. Additionally,
for a comprehensive comparison of all models against the
ground truth, we invite readers to refer to Figure S6 in the
supplementary materials.

To showcase our method’s performance on out-of-
distribution examples, we conducted experiments with spe-
cific categories from the SHREC 2007 dataset: Tables, Cups,
and Chairs. Detailed results and comparisons with ground
truth are presented in Figures S2, S3, S4, and S5 of the
supplementary materials.

4.3 Comparison

In order to better evaluate the performance of our algorithm
on the SHREC 2011 dataset, we compare our method with
several others, including multi-view (MV) POls [12], multi-
feature (MF) POls [11], HKS-based POls [32], 3D-SIFT [66],
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Fig. 8. Results of probability predictions and POls extraction in the Fine stage.

Fig. 9. POI detection results from representative models in each model category on the SHREC 2011 dataset.

and 3D-Harris [67]. We use three evaluation metrics pro-
posed by Dutagaci et al. [8], namely FNE, FPE, and WME.

In Figure 10, we can observe that our curves are con-
sistently lower than those of the other methods in all three
graphs for FNE, FPE, and WME. This implies that within
the tolerance radius r 2 [0; 0:12], our method outperforms
all the other methods. Figure 10a shows that our method
has fewer false negatives, as indicated by the lower FNE
values. Figure 10b and Figure 10c demonstrate that our
method has lower false positive errors and weighted miss
errors. Furthermore, FNE represents the ratio of undetected
POls, and FPE represents the ratio of incorrectly detected
POls. Therefore, correctly detecting the number of POIs is

not a straightforward task, and our algorithm excels in this
regard. From the three graphs, we can observe that within a
certain radius range, our method has superior FNE, FPE,
and WME values. This suggests that our method detects a
POI count that is closer to the ground truth.

To provide a more explicit demonstration of our algo-
rithm’s performance, we conducted a comparison between
the POI results detected by our algorithm and those by
MV. Figure 11 presents the comparison results among the
ground truth, our method, and MV. Detecting POIs poses
two challenges: identifying the correct number of POIls and
accurately predicting their positions. Our algorithm has
delivered highly satisfactory results in both aspects. From
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Fig. 10. Comparison of FNE, FPE, and WME metrics for our method and other approaches on the SHREC 2011 dataset.

Fig. 11. The comparisons of POI detection results between our method and multi-view POIls (MV) [12] on the armadillo, camel, gorilla, and hand
model on the SHREC 2011 dataset.

Ground truth

Our results

Fig. 12. The comparisons of POI detection results between our method and ground truth on the SHREC 2014 dataset.
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Fig. 13. Comparison of FNE, FPE, and WME metrics for our method and other approaches on the SHREC 2014 dataset.

TABLE 1
The comparison of the AUC scores of different algorithms on the SHREC 2007 dataset, including multi-view POIs (MV) [12], multi-feature POIs
(MF) [11], saliency of large point sets (LS) [72], cluster-based point set saliency (CS) [73], PCA-based saliency (PS) [66], saliency via large-scale
mesh decimation (LSMD) [41], mesh saliency via local curvature entropy (LCE) [40], and mesh saliency via spectral processing (MS) [43]. A
higher score represents better performance.

Algorithms Ours MV MF LS Cs PS LSMD LCE MS
Airplane 0.6963 0.7043 0.6625 0.6705 0.6308 0.6409 0.5121 0.5470 0.6160
Ant 0.6669 0.6651 0.6524 0.6349 0.6056 0.5791 0.6413 0.6406 0.5696
Armadillo 0.7164 0.6936 0.6825 0.6656 0.6560 0.6570 0.6037 0.5462 0.5996
Bearing 0.6739 0.7085 0.6537 0.6387 0.6472 0.6322 0.6536 0.6559 0.4986
Bird 0.6480 0.6695 0.6637 0.6217 0.6010 0.5984 0.5456 0.6099 0.5627
Buste 0.6829 0.6703 0.6814 0.6260 0.6236 0.6352 0.6969 0.7086 0.5620
Chair 0.7129 0.7012 0.7562 0.6566 0.5871 0.5799 0.6095 0.5588 0.5505
Cup 0.6750 0.6527 0.6459 0.6192 0.6122 0.6135 0.6633 0.6589 0.5934
Fish 0.7197 0.6312 0.6039 0.6717 0.6651 0.6736 0.6021 0.6206 0.6309
Fourlegged 0.7074 0.6981 0.6235 0.6168 0.6024 0.6112 0.6458 0.5325 0.6005
Glass 0.6734 0.6507 0.6351 0.5727 0.5225 0.5530 0.6274 0.5413 0.5297
Hand 0.6663 0.6565 0.6341 0.6339 0.6060 0.6022 0.6149 0.7022 0.5763
Human 0.6535 0.6531 0.6754 0.5893 0.5745 0.5921 0.5914 0.4875 0.5695
Mechanic 0.7004 0.6851 0.7359 0.6932 0.6964 0.7065 0.5841 0.5139 0.5325
Octopus 0.6461 0.6235 0.6694 0.6237 0.5480 0.5726 0.5251 0.4063 0.5342
Plier 0.6736 0.6264 0.6537 0.6236 0.5997 0.5754 0.6171 0.5553 0.5615
Spring 0.6115 0.6241 0.6351 0.5545 0.5512 0.5339 0.5929 0.7187 0.5523
Table 0.6743 0.6918 0.6738 0.6651 0.6313 0.6168 0.4767 0.5064 0.5802
Teddy 0.7312 0.7411 0.7584 0.5641 0.5671 0.5682 0.6745 0.5663 0.5530
Vase 0.6968 0.6809 0.6328 0.6217 0.6158 0.6251 0.5775 0.4218 0.6058
Average 0.6813 0.6714 0.6665 0.6282 0.6072 0.6083 0.6028 0.5749 0.5689

the figures, it is evident that our algorithm, compared to
MYV, excels in detecting POIs with finer details and precise
locations.

In order to further assess the feasibility of our algorithm
on real-world data, we conduct evaluations not only on the
SHREC 2011 dataset, which includes synthetic 3D shapes,
but also on the SHREC 2014 dataset comprised of real-
world scans. The results, as depicted in Figure 13, clearly
demonstrate that our method outperforms MLKP [68],
PointNet [69], PointNet++ [70], GDKP [71], and multi-view
POls (MV) [12] in terms of error curves across all three eval-
uation metrics. Furthermore, we visualize the final results
in Figure 12, revealing that our detected POls closely align
with the ground truth. This suggests that our algorithm
exhibits consistency with human visual perception.

Detecting mesh saliency and detecting POIs, though

closely related, target slightly different aspects aligned
with human visual perception. Detecting mesh saliency in-
volves identifying visually prominent areas on a mesh [49],
whereas detecting POls involves identifying the points
within these areas. The detection of mesh saliency typically
involves geometric analysis techniques, where the computa-
tional methods employed are characterized by a higher de-
gree of objectivity. On the other hand, the detection of POls
often relies on training with human-annotated data, aiming
to emulate how humans identify POIs in meshes. However,
the objectives of both tasks converge on detecting elements
that resonate with human visual perception. Therefore, it
is meaningful to use evaluation metrics for mesh saliency;,
such as AUC and LCC, to assess our algorithm.

We conduct training on the SHREC 2007 dataset and
utilize the probabilities predicted by the fine-stage model

Authorized licensed use limited to: Zhejiang University. Downloaded on January 05,2025 at 22:58:21 UTC from IEEE Xplore. Restrictions apply.

© 2024 IEEE. Personal use is permitted, but republication/redistribution requires IEEE permission. See https://www.ieee.org/publications/rights/index.html for more information.



This article has been accepted for publication in IEEE Transactions on Visualization and Computer Graphics. This is the author's version which has not been fully edited and

content may change prior to final publication. Citation information: DOI 10.1109/TVCG.2024.3368767

IEEE TRANSACTIONS ON VISUALIZATION AND COMPUTER GRAPHICS, VOL. XX, NO. X, MONTH YEAR 11

TABLE 2
The comparison of the LCC scores of different algorithms on the SHREC 2007 dataset, including multi-view POIs (MV) [12], multi-feature POIs
(MF) [11], saliency of large point sets (LS) [72], cluster-based point set saliency (CS) [73], PCA-based saliency (PS) [66], saliency via large-scale
mesh decimation (LSMD) [41], mesh saliency via local curvature entropy (LCE) [40], and mesh saliency via spectral processing (MS) [43]. A
higher score represents better performance.

Algorithms Ours MV MF LS (O] PS LSMD LCE MS
Airplane 0.7360 0.6116 0.6328 0.6357 0.6936 0.6601 0.5572 0.2627 0.4876
Ant 0.6821 0.6972 0.6584 0.7658 0.7356 0.3357 0.4916 0.3514 0.3509
Armadillo 0.6079 0.7591 0.5249 0.4083 0.5495 0.5589 0.4167 0.3045 0.2627
Bearing 0.5124 0.4286 0.4836 0.3701 0.2676 0.2933 0.4125 0.4274 0.0316
Bird 0.5841 0.6966 0.5633 0.5690 0.5578 0.5067 0.2069 0.3077 0.4099
Buste 0.4244 0.4867 0.4138 0.2657 0.2540 0.2755 0.5483 0.4745 0.1240
Chair 0.6255 0.7076 0.7326 0.6995 0.5152 0.3652 0.4251 0.2972 0.2723
Cup 0.3491 0.3343 0.3769 0.3478 0.2924 0.3039 0.3389 0.3717 0.2444
Fish 0.8291 0.6972 0.6422 0.6349 0.6967 0.5889 0.3097 0.3189 0.4638
Fourlegged 0.7471 0.6206 0.5062 0.3896 0.3819 0.2861 0.4712 0.3390 0.3682
Glass 0.5653 0.5543 0.5020 0.4837 0.1201 0.3353 0.3141 0.2519 0.4120
Hand 0.7628 0.6269 0.5542 0.5372 0.5439 0.3687 0.3730 0.5048 0.3077
Human 0.5312 0.5506 0.4503 0.1895 0.2544 0.3292 0.5664 0.4787 0.2580
Mechanic 0.7284 0.6336 0.7561 0.4237 0.4064 0.5756 0.4439 0.2354 0.0548
Octopus 0.7193 0.7701 0.6066 0.4654 0.2228 0.3565 0.3988 0.3778 0.2467
Plier 0.7930 0.7138 0.6447 0.6591 0.5978 0.3214 0.4074 0.2737 0.2945
Spring 0.7313 0.6807 0.5764 0.5227 0.4838 0.1859 0.4124 0.4138 0.3977
Table 0.7628 0.6774 0.5947 0.7111 0.5831 0.3076 0.2473 0.4361 0.2727
Teddy 0.5487 0.4564 0.5861 0.1246 0.1184 0.1188 0.6058 0.3375 0.1224
Vase 0.4047 0.5439 0.4713 0.4228 0.3673 0.3285 0.6658 0.3006 0.3133
Average 0.6322 0.6124 0.5639 0.4813 0.4321 0.3701 0.4307 0.3533 0.2848

to evaluate mesh saliency. To benchmark our algorithm
comprehensively, we compare it with a variety of state-of-
the-art methods in the field. This includes not only deep
learning approaches such as multi-view POls (MV) [12] and
multi-feature POIs (MF) [11] which utilize human-labeled
ground truth data for training, but also traditional geometric
analysis techniques like PCA-based saliency (PS) [66] and
local curvature entropy (LCE) [40]. Additionally, we con-
sider methods that offer global saliency measurements, such
as mesh saliency via spectral processing (MS) [43], which
provides a holistic view of mesh saliency. Other compared
techniques included saliency of large point sets (LS) [72],
cluster-based point set saliency (CS) [73], and saliency via
large-scale mesh decimation (LSMD) [41].

The comparison results are presented in Table 1 and
Table 2. The results in the tables indicate that our algorithm
achieve the best performance in terms of both LCC and AUC
metrics in most categories and the overall category average.
In Table 1, our method achieve the highest AUC scores in
categories such as Armadillo, Cup, and Fish. This success
can be attributed to our innovative approach of detecting
key zones in the projected images, which significantly aids
the model in accurately identifying salient regions of the
3D model. However, in categories like Chair and Hand,
our performance is not on par with other methods. This
discrepancy could be due to the limitations of using six-view
projections, which might not comprehensively describe the
overall structure of complex models, leading to missed key
regions. Notably, in categories such as Buste, Hand, and
Spring, deep learning approaches like ours, MV, and MF are
outperformed by the LCE method. This may be attributed
to LCE’s emphasis on local curvature information, making

it more effective in handling models with significant local
details.

In Table 2, our method score the highest in LCC across
most categories, indicating that the peaks of saliency regions
detected by our method are closest to the ground truth. This
is a result of our focused approach to defining key areas in
3D models and enhancing the perception of salient regions
through multimodal information integration. However, in
categories such as Bird and Chair, there is still a gap between
our method and others like MV and MF. This gap may stem
from the complex nature of these models, where MV, with
its 26 viewing angles, captures the model’s salient features
more comprehensively, and MF, with its autoencoder-based
approach, enhances feature extraction capabilities. It is also
noteworthy that the LSMD method performed exceptionally
well in these categories, likely due to its ability to highlight
key areas effectively through mesh simplification while re-
taining salient features.

Furthermore, we have visualized these results for a
more intuitive comparison. Figure S8 in the supplementary
materials compares our method against the MV approach,
while Figure S9 in the supplementary materials presents a
comparison with the methodologies described in [40], [41],
[45], [50]. These visual comparisons further substantiate the
effectiveness of our approach in detecting mesh saliency.

4.4 Ablation study

In the section dedicated to ablation experiments, we sys-
tematically delve into a series of experiments designed to
meticulously analyze the influence of various components
and factors on the performance of our model. These experi-
ments are conducted using five distinct categories from the
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Fig. 14. The comparisons of POI detection results of our method using
different structures.
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Fig. 15. Comparisons of POI detection results among different key zone
patch feature dimensions.

SHREC 2011 dataset, which encompassed a diverse range of
3D shapes, including alien, ant, armadillo, birdl, and bird2.

Our initial ablation studies are designed to evaluate the
impact of integrating a coarse-to-fine structure with a multi-
modal fusion architecture. As shown in Figure 14, the best
results are achieved when combining the coarse-to-fine ap-
proach with Transformer-based multi-modal feature fusion.
The integration of these two approaches facilitates more
effective feature integration and processing. The second-
best performance, achieved by substituting the feature fu-
sion module within the coarse-to-fine framework with a
linear layer, underscores the efficacy of the coarse-to-fine
approach itself, albeit with less sophisticated feature pro-
cessing. The diminished effectiveness when solely using the
fine network, without the augmentation of points with 2D
region information, points to the importance of incorporat-
ing broader contextual data. Furthermore, the least effective
method, which relies only on the fine network with a linear
layer instead of the Transformer, demonstrates the critical
role of advanced feature fusion in optimizing our model’s
performance. These observations underscore the necessity
of both a layered architectural approach and advanced
feature fusion techniques in enhancing the effectiveness of
our model.

Subsequently, our attention shifts to examining the effect
of varying patch feature dimensions that are input into
the Fine stage. This aspect draws our attention due to its
significant role in shaping the model’s ability to process and
extract information from the input data. The results, graph-
ically illustrated in Figure 15, elucidate how alterations in
patch feature dimensions impact the model’s performance.
We experiment with setting the patch feature dimensions
to 0, 16, 32, 64, and 768. A setting of 0 indicates bypassing

Average FPE
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Fig. 16. The FNE and FPE curves of our method executed on the
original models and the models with noise.

the Coarse stage and directly inputting the 3D shape into the
Fine stage. Conversely, a dimension of 768 represents the use
of uncompressed patch features, employing the output fea-
tures directly from the ViT without any compression. From
the graph, it is evident that a dimension of 16 yields the best
performance. This dimension strikes a balance between cap-
turing essential information and avoiding excessive com-
plexity. Dimensions of 32 and 64, while increasing model
capacity, may introduce noise and interfere with the original
input to the Fine stage. Using the feature dimension of 768,
which is uncompressed and learned, often does not yield
the best results due to its large size. On the other hand, not
using the Coarse stage results in the poorest performance
since it misses out on valuable feature extraction.

Finally, to evaluate our model’s robustness, we add
Gaussian noise with a mean of 1 and a standard deviation of
0.5 to the vertex coordinates of each 3D shape. As illustrated
in Figure 16, our method outperforms MV [12] even under
the same noise conditions, and the results are closer to those
obtained without the addition of noise. This observation
suggests that our model demonstrates resilience to minor
noise perturbations, showecasing its potential for effectively
handling real-world data scenarios where such variations
are commonplace.

In addition to our primary studies, we carry out an
ablation study to assess the impact of different patch feature
types and sizes, with detailed results showcased in Figures
S10 and S11 in the supplementary materials. For this study,
we experiment with convolutional and traditional image
features as alternatives to the original Vision Transformer
features used in our method. However, these substitutions
yield little results. The various patch sizes explored in our
study correspond to different scales of visual perception
fields and key region sizes, highlighting the influence of
patch size on the model’s performance.

4.5 Performance

We implement our algorithm using Python and MATLAB
on a PC equipped with an Intel Core i7-11700K CPU, 64GB
of RAM, and an NVIDIA RTX 3090 GPU. As shown in Ta-
ble 3, our algorithm’s performance is summarized in terms
of the time required for each step. On average, obtaining
the six-view projections and their projection matrices for
a 3D shape takes only 20 seconds. Labeling a single 3D
shape requires 10 seconds, while training a category takes
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TABLE 3
The average running time on each category of 3D shapes for our method.

Steps Preparation of training and Training of the neural network POI extraction
testing data
Time (minutes) 0.5 18 25 03 05
20 minutes, and predicting and extracting POls can be done REFERENCES

in less than 0.5 minutes.

5 LIMITATION AND FUTURE WORK

Our approach encounters certain limitations that pave the
way for future research and improvements. Firstly, due to
the square nature of patches, our method may not perform
optimally on irregularly shaped objects, potentially impact-
ing its effectiveness.

Furthermore, as we currently train and predict each
category separately, cross-category generalization remains
a challenge. The scarcity of training data and differences
in object geometries across categories hinder our ability to
achieve broader applicability.

Moreover, our pipeline, which involves 2D image de-
tection followed by 3D mesh processing, introduces over-
head during the Coarse stage. Additionally, the accuracy of
Fine stage predictions heavily relies on the precision of the
Coarse stage identification.

To overcome these limitations and advance our ap-
proach, we will primarily focus on fine-tuning the most
up-to-date ViT models or exploring alternative cutting-
edge frameworks to bolster our method. Moreover, we will
investigate model pruning and compression techniques to
reduce the parameter count of the Coarse stage, addressing
the overhead introduced during this phase. Furthermore,
our future efforts will be dedicated to devising methods
that facilitate cross-category generalization and enhance
the robustness of our model, particularly in dealing with
irregularly shaped objects.

6 CONCLUSION

In this paper, we propose a novel multi-modal POI detec-
tion method. Through a “coarse-to-fine”” approach, we first
pinpoint crucial regions within the projected images. We
then leverage this information to gain insights into the 3D
shape, ultimately enhancing the model’s understanding and
performance. Our experiments demonstrate the effective-
ness of our approach in accurately identifying key zones
and extracting POIls, making it a valuable tool for shape
analysis and understanding. We believe that our work opens
up exciting possibilities for leveraging ViTs in 3D shape
processing, offering a versatile and powerful solution for
a wide range of applications.
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